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it EF

A RAZRME—AME A Spark 89 ik 448 > & &AL A Spark 9 X Z KX shell(l Python 2,
Scala) /4 €8 API © % % = 4={7 & Java, Scala ## Python 5 & 2 89258 » FriZiah 2
RAHE o

IRB X ANFE i » B AN Spark M b T & —A Spark & 476, o B A KA 212 A HDFS » 4R
VAT #A4E4T Hadoop hR A9 &, o

e Spark Shell
o BIm MRS
o JTHERIE R


https://spark.apache.org/docs/latest/programming-guide.html
https://spark.apache.org/downloads.html

1% | Spark Shell
2

Spark &9 shell fF 4 — M KRG X ZXEFEIT T E > RE|ET —AHEGFTXkF APl B
T A% A Scala(#£ Java & AL L E4TIA 89 Java & 69 — N4 7 ) S Python ° £ Spark
B % 24 T @ 8g 77 X IFH46 84T ¢

./bin/spark-shell
Spark #& % # 4% % & ™| Resilient Distributed Dataset(RDD) #5¢H 45# X & & - RDDs =T ¥A

1% A Hadoop InputFormats(#l4= HDFS U#F )@ » 4T A 469 RDDs 454 o 1 &A1&
Spark & XA5 B %M README U A U#F ¥ 4]  — 44769 RDD °

scala> val textFile = sc.textFile("README.md")
textFile: spark.RDD[String] = spark.MappedRDD@2ee9b6e3

RDD # actions . RDD ¥ iR ©14 » transformations T ¥A% 3 ik, — 3% RDD # 3R & ¢ 89 3]
B o 1k /AT A R4 JUARAE

scala> textFile.count()
res0: Long =

scala> textFile.first()
resl: String = # Apache Spark

A 1L EA4E F — A transformation » &A1I§4E A filter £ XA LR E —/E45FHIEE
8% RDD e

scala> val lineswWithSpark = textFile.filter(line => line.contains('"Spark"))
lineswWithSpark: spark.RDD[String] = spark.FilteredRDD@/dd4af09

A7 vAde actions #= transformations %44 /2 —#e :

scala> textFile.filter(line => line.contains("Spark")).count()
res3: Long =


https://spark.apache.org/docs/latest/programming-guide.html#actions
https://spark.apache.org/docs/latest/programming-guide.html#transformations
https://spark.apache.org/docs/latest/programming-guide.html#transformations

# % RDD #1%

RDD actions #= transformations ##% A& £ % 69 8 &1 FHF o iyl » RN AEZRI —17F
5 0 FRE

scala> textFile.map(line => line.split(" ").size).reduce((a, b) => if (a > b) a else b

)

res4: Long =

BRAEATHA R — AR £ — 4% RDD o £ A48 RDD LA reduce HKEIFTF
KRNI o map A7 reduce 895 % E Scala 89 FK %k & (H 6) » FF BT vk FIAEAT2 3 4514
K4 Scala/Java £ & o #lde » KATVT AR 7136 A EAb g KE 5 B o KAVIE A

Math.max() 23 iERAD &K 5327 -

scala> import java.lang.Math
import java.lang.Math

scala> textFile.map(line => line.split(" ").size).reduce((a, b) => Math.max(a, b))
res5: Int =

Hadoop #4789 — /-3 A 69 4545 7B X & MapReduce ° Spark f8/R & 5 #u 52 3L
MapReduce :

scala> val wordCounts = textFile.flatMap(line => line.split(" ")).map(word => (word,
)) .reduceByKey((a, b) => a + b)
wordCounts: spark.RDD[(String, Int)] = spark.ShuffledAggregatedRDD@71f027b8

& E > KA4 4 flatMap, map ## reduceByKey Rk E X H ZHEAN L HHANKE > €94
A& 8,4 —4A(String, Int) 4844 5t 69 RDD © &A1 T X442 A [collect] #1F /£ & A1469 shell F ik & %
FIR R E

scala> wordCounts.collect()
res6: Array[(String, Int)] = Array((means,1), (under,2), (this,3), (Because,l), (Python
,2), (agree,1), (cluster.,1), ...)

{ —

%Az

Spark X #Fiefk B 2B EHAYGAREE T c TR EFFFINZAFFTAH MG > Hld B KM
LA hot) B EF & s AFEF MM R RBFIBGTE R & - EA A
B £ 85 F > 1E&A14E lineswithspark ZIE EARICAELZ BT :



scala> linesWithSpark.cache()
res7: spark.RDD[String] = spark.FilteredRDD@

scala> linesWithSpark.count()
res8: Long =

scala> linesWithSpark.count()
res9: Long =

45 100 17830 A AT Spark S AR IR o SEAL A0 34 AT LA
TORA B AR AR R RO H 3 0 EEA 10 DARE 100 AF AP L LA o AR FAE T ML
Jl bin/spark-shell #3#%|—4> cluster kB 4&dr /% 245 P oy 7 F AT R LR -


https://spark.apache.org/docs/latest/programming-guide.html#initializing-spark

Mk L H AR

WA ARE KA B EA4E F Spark APl & — ANk 269 2 A2 )5 o &A% 248 A Scala( SBT) »
Java(l Maven) #= Python & —/N & £ 69 A5 kF T o

#KA1A Scala @l Z—A3EF 269 Spark 2 A2/ o b # > FE L LT

SimpleApp.scala

/* SimpleApp.scala */

import org.apache.spark.SparkContext
import org.apache.spark.SparkContext._
import org.apache.spark.SparkConf

object SimpleApp {
def main(args: Array[String]) {

val logFile = "YOUR_SPARK_HOME/README.md" // 2 1Z-24R % % ki 3k S 4
val conf = new SparkConf().setAppName("Simple Application")
val sc = new SparkContext(conf)
val logData = sc.textFile(logFile, 2).cache()
val numAs = logData.filter(line => line.contains("a")).count()
val numBs = logData.filter(line => line.contains("b")).count()
println("Lines with a: %s, Lines with b: %s".format(numAs, numBs))

EAALF AL AE Spark README Fit AT 2@ a4 'a' 84 b k4t - REZEEN
YOUR_SPARK_HOME #+# s 1R &4 % K Spark #9542 o 2‘4%14 Al 69 Spark Shell #]F » & Z4744
ft T & ©.89 SparkContext » #1142 SparkContext #7145 1L 4 #2 5 89 — 3 4

#1318 1E SparkContext 89#73& & A A\ SparkConf & » A Z 84T — X TRNESF
6913 & o

EAV B AL RHT Spark APl > FTAEATEEZ 04— sbt TH X » simple.sbt BHET
Spark & — MR o & AR E 24D AL Spark & T — A4 repository :

name := "Simple Project"
version := "1.0"
scalaVersion := "2.10.4"

libraryDependencies += "org.apache.spark" %% "spark-core" % "1.2.0"


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.SparkConf

%1k sbt A TAF » &A1F #42 simpleApp.scala #7 simple.sbt xMBAREE LB T 44
B o E@EAHEIFZE o AT AL 09 KA 81 R — A JAR 8L o REAE spark-
submit kIBATRAIGALSF o

# Your directory layout should look like this
$ find .

./simple.sbt

./src

./src/main

./src/main/scala
./src/main/scala/SimpleApp.scala

# Package a jar containing your application
$ sbt package

[info] Packaging {..}/{..}/target/scala-2.10/simple-project_2.10-1.0.jar

# Use spark-submit to run your application

$ YOUR_SPARK_HOME/bin/spark-submit \
--class "SimpleApp" \
--master local[4] \
target/scala-2.10/simple-project_2.10-1.0.jar

Lines with a: 46, Lines with b: 23



N IZ E S

PR AR AR BATHR 69 5% — A Spark & A A2

o ZIEATM APl T RUASpark/ 245 i 4 > S Mty sk 46 5 44 : Spark
Streaming °

o BikA2)5 & 4T &A% (cluster) ko AAE I F L o

® x5 > Spark /£ examples X# B XE @& 7T Scala, Java f= Python 8 JUAN fi] 3£ 894
T o AR A B AR EATEA]

# For Scala and Java, use run-example:
./bin/run-example SparkPi

# For Python examples, use spark-submit directly:
./bin/spark-submit examples/src/main/python/pi.py


https://spark.apache.org/docs/latest/programming-guide.html
https://spark.apache.org/docs/latest/cluster-overview.html
https://github.com/apache/spark/tree/master/examples/src/main/scala/org/apache/spark/examples
https://github.com/apache/spark/tree/master/examples/src/main/java/org/apache/spark/examples
https://github.com/apache/spark/tree/master/examples/src/main/python

Ay

£ & B ¥ HA Spark & A5 o —NIR# A2 5 (driver programe) ¥ &, > BB AL R B B
EATH P A mian R ECR AT EA &AF 89 I 4784F (parallel operations) ° Spark #) 244 %
AR A X2 £ (RDD) » RDD Zi5 /AR5 EBTA ¥ AR T HTHENST R
% %4 - RDDs M Hadoop #) U & 4 89 — A ST 41 22 5k (3 3548 Hadoop % 45 49 STt
AR AAIN—ACAH ) Scala £&-45 3472 o Al P Tl % K Spark ¥ RDD # A1t (persist)
BAAT > kit €aFTHAEF S ER o &5 > RDDs AbA ¥ R ABKT A sk L

Spark 8 % =/~ 4 % % 3 F T € (shared variables) » % 3 % Z KRBT EFATHE T o ikt
AT > % Spark BT —MHATREE > BAFTREAAFA—MEFELETRG Y & Lz

7 el R KL RNOENTEARE MBI EMES T - A ) — AT EFEMEF
RS F RIB A F AL 5 X 18] o Spark X ¥ 2 #HEHGEF T F /4% £ (broadcast
variables) » Bl kBT A ¥ 209 A BT % B —ME 5 R e % (accumulators) » A R L AT
Ae(added)’ 31 » B4 : 124k 3 (counters)F= K F=(sums) °

EAE 4 Spark LW PTHIEE PIE T CHE—FAE o IEF F £ A 4L — 4 Spark &

Z X shell - bin/spark-shell -4 —4 Scala shell * 2 bin/pyspark FF% —/~ Python
shell »
e 3l X Spark

o #1454 Spark
e Spark RDDs

o X F 45



71 X Spark

Spark 1.2.0 4 1 Scala 2.10 5 & A5 » 4R &A% A — ANk 26 Scala iR A (F] 4=
2.10.X) °

5 Spark & R i 0 AR E &R e Spark 9 Maven & # » Spark 7T 4l ¥ Maven T v & &
kR

groupId = org.apache.spark
artifactId = spark-core_2.10
version = 1.2.0

A9k 0 4o RARAZ 5 7] HDFS %% » 17 & 2R ER 6 HDFS B ARZ A2 hadoop-client #91&
#hoo —s 69 HDFS MR A tags £ % = 7 247 L@ P o

groupId = org.apache.hadoop
artifactId = hadoop-client
version = <your-hdfs-version>

W o MRE RGN — Spark 89 £A0 g XsE @ BRGALT > N T @EITHTIAT :

import org.apache.spark.SparkContext
import org.apache.spark.SparkContext._
import org.apache.spark.SparkConf


https://spark.apache.org/docs/latest/hadoop-third-party-distributions.html

w1441t Spark

Spark %428 % — ¥ & F 24| # — /> SparkContext 5t % » il k%75 Spark e {75 F] &8 o /£
Bl #  sparkcontext X AT * R FEHZMHE —A SparkConf 5t % » SparkConf *f £ 8,4 7 — &4k
R RAL 84 &

val conf = new SparkConf().setAppName(appName).setMaster(master)
new SparkContext(conf)

appName S HEMRRF 9L F » €4 L 74 cluster Ul £ ° master & Spark, Mesos 2
YARN 572565 URL » REATAANEXN > A% HFH$ “local” o £F&RT > T AESF
EATE—AERE L o AR FRERIE master BB B RGAF T o AR LA spark-submit

o ARG R AL B9 B AR A % o AR o ARFT AR R X fe 3 LM X F 4R A “local” 14T
Spark # 42

1£ K Shell

# Spark shell ¥ » H —A#% %4 & SparkContext 2 A R4 « £TEF K sc ° KA
T4l Z 49 SparkContext # £ % TAF o T --master 5% k1% & SparkContext %k 49
&7 > M -jars RIXEFZHmE| classpath F 49 JAR &> wRA % 4 JAR &AL L5 5
B FEECA] o Bl : E—NA 4 M IRF LB bin/spark-shell ° £ :

$ ./bin/spark-shell --master local[4]

H At classpath F/5he code.jar * &M :

$ ./bin/spark-shell --master local[4] --jars code.jar

AT spark-shell --help FRIZEEEXMI| K o £ 5 » M spark-shell 42t spark-
submit By A £ A Eig o


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.SparkContext
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.SparkConf
https://spark.apache.org/docs/latest/submitting-applications.html#master-urls
https://spark.apache.org/docs/latest/submitting-applications.html
https://spark.apache.org/docs/latest/submitting-applications.html

7 4 A2 3E & (RDDs)

Spark # s #9184 A& Resilient Distributed Dataset (RDD) : — A7 - 4T324F 69 A 245 hul 69 %
BHE o H 245 X0 ZRDDs : H— M ZAERGBEHESF FIHITL—ANCEBEENES

H I —Fb G| — ISR A5 R LA BB & > Ble R F 09U A 4L 0 HDFS » HBase 3 2t
Hadoop # & #& X 69 # & R ©

o FITES
o MBI

e RDD #1%

o f%i% K% ®| Spark
o % 4 4A

e Transformations
e Actions

e RDD# &1L



HTRE

347 % & (Parallelized collections) #3€]3& & i 3 £ — /A~ €4 #9 %&£ &~(Scala seq )-LAH
SparkContext 9 parallelize 7 kI o o F QT ERE #8) — AT HATREG 5 H X
BAEETF o blde s REFEFRTfTE—NELE 13 5 9% AFEETES !

val data = Array(1, 2, 3, 4, 5)
val distData = sc.parallelize(data)

— I TR A A XA & ( distpata )FR T AR FATIRAE o e » &ATT LR A
distData.reduce((a, b) => a + b) FEXANFLA T TLEMIM o EAVAE BFLL A X LY
— R AE o

RS- NMEEZG AR E R KK (slices) » &7 — Mk E1 5694 %k - Spark &4 &5

EA AR BT —MES o RT AL B LA A CPU %R E 2-4 MK (slices) ° EE#F 1
JUT » Spark 2 XA A TR EFFRILA X E R 9% B - Adm > LT dEd
parallelize 9% = A5 F 5% E (Fl4= : sc.parallelize(data, 10) ) °



A E RS

Spark T PAMAEST — /4~ Hadoop X #6951k Rl o X2k ¥B & » B4R AT A%
HDFS » Cassandra ®* HBase * Amazon S3% o Spark X # U A& U (text
files) * SequenceFiles #= %4 Hadoop InputFormat e

LA RDDs 7T W44% il SparkContext 9 textrile # /&8I o A X ANF ik EHEALHE
URI (B35 L6 K3bFEAZ R hdfs:// ° san:// F) RBEEARIHERR—MTES ZE
A& — AR AT

scala> val distFile = sc.textFile('"data.txt")
distFile: RDD[String] = MappedRDD@1d4cee@8

— BRI TR distFiile ShAEMELIE FIRAF o Blde » BAVT AR T @7 RAEH map #o
reduce f%’f’?’l%ﬁﬁ%‘ﬁ‘é@ ‘lﬁ/;“l?fﬂﬁﬂ ¢ distFile.map(s => s.length).reduce((a, b) => a + b) °

2 7% » Spark % U#FET :

o Lo RAE A R A BAZ 0 AL AR work ¥ & LR AR Bl 89854215 91 B o B 2 B 4
A2 BT A 89 workers » % 248 I M &8 77 N F AL -

o FiA Spark 8 AT XA 7k > 6L textrile ° AEARIFIL X B AR T 0 B4 A
Fo 1B B AT o )4 > AR T LAE textFile("/my/C# B %") * textFile("/my/X# 8
F/*.txt") A7 textFile("/my/X# B %/*.gz") °

o textfFile Z AW ABLHEFH AT AL RIER K (slices)H9F B o KINFILT »
Spark & —A U3 (HDFS Bk U3k K1 & 64M)E 2 — A1 K (slice) o 122 AR 47T
AR —ANE RGERBEE—NE SR 4B « 2& » RFAREEE NPT UHFRE
B&gin k44 o

M T LA 0 Spark 89 Scala AP 345 b LR 3B 44 X

® SparkContext.wholeTextFiles TEAR IR B — A @/3\5 A K%Kiﬁ‘éﬁ A A j"{?{f‘ﬂ@@’ﬁ‘
—/~(filename, content)*t © 5 textFile #ZF%& : L FHAFANS 4P oHE—1T -

e 31T SequenceFiles » T XA4% Al SparkContext 9 sequenceFile[k, v] 7 &@1%& » K f2 V
2% 2t 5 69 & key A= values #9 £ o 4% IntWritable & Text —#% » €414471 & Hadoop
b9 Writable & @ 89F & o 5 9F » 28T LA+ 38 A 69 Writables » Spark A7 R4E T/ F £ A
FHAX o 42 ¢ sequenceFile[Int, String] 1§ 4 B #1132 BL IntWritables #= Text ©

o xt-FH A4y Hadoop InputFormats » 47 7T ¥A4% B sparkcontext.hadoopRDD 7 % * & 7T KA
1/ TAEZEY Jobconf ° A X (InputFormat) > key £ » values £ 7 o R T AREZ B
Hadoop job —#f 89 7 %1% B #r AR o AR =T vA42 37 49 MapReduce # 2
(org.apache.hadoop.mapreduce) & #k L4 1 sparkcontext . newAPIHadoopRDD (i # iE : %

894% 25 sparkcontext .newHadoopRDD ) ©


http://wiki.apache.org/hadoop/AmazonS3
http://hadoop.apache.org/docs/current/api/org/apache/hadoop/mapred/SequenceFileInputFormat.html
http://hadoop.apache.org/docs/stable/api/org/apache/hadoop/mapred/InputFormat.html
http://hadoop.apache.org/docs/current/api/org/apache/hadoop/mapred/SequenceFileInputFormat.html
http://hadoop.apache.org/docs/current/api/org/apache/hadoop/io/IntWritable.html
http://hadoop.apache.org/docs/current/api/org/apache/hadoop/io/Text.html
http://hadoop.apache.org/docs/current/api/org/apache/hadoop/io/Writable.html

® RDD.saveAsObjectFile #7 SparkContext.objectFile X 4F#*#H —ARDD * #RG# XL —
AN E6 Java  Z 7B R o BE—MRXERHYEAKN » = Avro» ERETH
¥ 6 7 %k kR AAET—/ RDD ©



RDD #%1%

RDDs % 4F 2 # £ A 6932:4F : 4 4% (transformations) I & & 5 f& 89 338 & P 0 # — A 37 09 238
% 5 #1k (actions) £ $ i E#ATH A Z G RE —MEB|RHARF o Hl4o 0 map £— A
B CR BN RBEEAETFEL —NREF LRI —N#FH RDD > 5 —H @ * reduce
A=A tE o A A E 0 HE kRS RDD 9T A LE » FEBRANEREDINRH S
(FEAA —NHA4T reduceBykey AEIR B — A9 A X EKIE ) ©

# Spark F » P A 695k 3 (transformations)Af T 1 (lazy) 8 » €125 LA w1694

R oo ARG o BATRAIE T4 P IRAE L 5 ) B A A Bk BB B (B de — AN UAF) B89 o R AR
FZABAETRE ¢ % #h1E(action) § & —NERE G LR FHALF G EE o X AT RESSIE
Spark EATH E ik o Hlde o RATTAEN 1 8 map RIE—AFHEEELE reduce FiE
R o HARALEE reduce 8945 R4 driver » fu R AN KR4 E 98B £ o

KINF LT » H— A 442 89 RDD &£ & R AT 50 1E (action) 89 Bt i2 EH A — Kk o K »
RAT AE ] persist (3 cache )7 & A4L( persist )—4~ RDD 2| RN A F o £ XA
T > Spark A EF ERAMXGLE » ERTRENGHIELTF I - £RXLLFME LH
#F2AL RDD Bl & > S S Y RE B4 o

A
A TiL9 RDD & A%ein » £ AT @A H L5

val lines = sc.textFile('"data.txt")
val lineLengths = lines.map(s => s.length)
val totallLength = lineLengths.reduce((a, b) => a + b)

B —AT A LR B T oM U #H) RDD o X ANIE & R A B3 N 4 A6 43

£ 1 lines ARAE—NIEE LAFAE4T o =47 & F L 1lineLengths * BA map 3E#
(transformation)®g 2 & o Fl# » lineLengths W T WM XL ZA ZBHE o G » &A1k
#T reduce ° EA—FH1E(action) o £ MG o Spark £ 4 & % ME % (task) ¢ I Bk
CATEATE S AE L o HEIEAZ4T A T map 39 F K3 reduce 315 - KRG A d§
U RBELIRFHFL o

o R BNV ZFHRIE R lineLengths * HAT T AU e :

lineLengths.persist()

f reduce XA EA G linelengths £ FH—RTAEARZIEREGE NG T o



RDD #:1%
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1% 3% % 2 %] Spark

Spark & APl R K A2 B EAR e A IR ah A2 5 B Ah 8 K3 B) B AF LigdT o R EA MMM F S
W

o [Z% &4 (Anonymous function syntax) » = ¥A/E Fuik 2 69 KRG F4& A o
o LEEGIxFEFHET L o Blhe s RTYLE 3L object MyFunctions KGE1E#E
MyFounctions.funci * 1% T @iX A% :

object MyFunctions {
def funci(s: String): String = { ... }
}

myRdd.map (MyFunctions. funcl)

Ed o TR R — R B — A 3] A (R A AR A £ 0 A
B AR o il

class MyClass {
def funci(s: String): String = { ... }

def doStuff(rdd: RDD[String]): RDD[String] = { rdd.map(funcl) }
}

KR I RENNBET —A new myclass £ » F BB EE dostuff * map Z@5 AT
A myclass FEBIF ) funca ik o PTARE A R oL MARE B B L o EME R
rdd.map(x => this.func1(x)) °

VEVTEERE VS BT ES PN Pt

class MyClass {
val field = "Hello"

def dosStuff(rdd: RDD[String]): RDD[String] = { rdd.map(x => field + x) }
}

% T B rdd.map(x => this.field + x) * 71 A T EA this £ o A TH LA FA >
WA R HF XL EF field B —MARRT ERRAEMINEIGIFE

def doStuff(rdd: RDD[String]): RDD[String] = {
val field_ = this.field
rdd.map(x => field_ + x)

}


http://docs.scala-lang.org/tutorials/tour/anonymous-function-syntax.html
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1% JH A AE 2t

BARR S Spark BIUETMEE B SERER
4218 (key- value)X‘I RDDs LT A ° &%
MR HAT ;AR o

f£ Scala ¥ » X HARMFLE 04 =LA (Tuple2) (£ B HNELAT > I HEHNE (a, b) 2l
#) % RDD L& Wbi’@xﬁk’l‘fﬂ 89 » REAEARGFFF F XN org.apache. spark.SparkContext.
% 2 A Spark 8914 X 42 #: - £ PairRDDFunctions #7 3 Z4& 44 st 8245 & 7T A4 69 > 4o R AR
SABAEHRECEAFHIEE KT RDD °

Bl4e » T @ 69K AD 24248 27 EAE ] reduceBykey M RATTE N XHFEHE—ITXLRAZE
ER D

val lines = sc.textFile('"data.txt")
val pairs = lines.map(s => (s, 1))
val counts = pairs.reduceByKey((a, b) => a + b)

FAVLTVAE R counts.sortBykey() ° Pl4e » K4 fast iz B F #4707 0 ®E
counts.collect() BENMEH — Mt L EAF DB RHALF o

EE B8 U FAEA key £1E R AR RAF O BTAZ 0 RE R A T 3L
equals() 7 %7%" hashcode() 7 HAILEL o Fhei¥mbyA % » && Object.hashCode() T
1) R A B -


http://www.scala-lang.org/api/2.10.4/index.html#scala.Tuple2
http://docs.oracle.com/javase/7/docs/api/java/lang/Object.html#hashCode(

Transformations

T @) &3] T Sparkk X #F6— 2% A transformations ° # %8 4 &5 4 ] RDD API 4%
(Scala, Java, Python) #= PairRDDFunctions X #%(Scala, Java) °

Transformation

map(func)

filter(func)

flatMap(func)

mapPartitions(func)

mapPartitionsWithindex(func)

sample(withReplacement,
fraction, seed)

union(otherDataset)

intersection(otherDataset)

distinct([numTasks]))

groupByKey([numTasks])

reduceByKey(func,
[numTasks])

Meaning

B —ANF O A NI & B RIEBRGEF—NDTEAE
3% 45 R 3L func M4 4L, o

RE—ANFHEGFAEE » NFER PP -2 T HA L H
# func & true °

E AT map » 122 A AR AL BSR4 8k R
(FT VA func 5L/ & Bl — A~ Seq » 1 7 A& £ A item) o

KPLF map > 1225 %E47/4£ RDD 89449 R L > AT
VA func # XA 5L/ & 1terator<T> => Iterator<U> 3
BATAERA A T RDD £ -

£ LT mapPartitions ° /2% func & 24 Bt — 4 integer
fE 453 % 3] (index) » AT ¥A func #9 & A 5L 70 & (Int,
Iterator) => Iterator_Z 47 X7 A T 69 RDD .k o

xt BB 4T R A o

Return a new dataset that contains the union of the
elements in the source dataset and the argument.

Return a new RDD that contains the intersection of
elements in the source dataset and the argument.

Return a new dataset that contains the distinct
elements of the source dataset.

When called on a dataset of (K, V) pairs, returns a
dataset of (K, Iterable) pairs. Note: If you are grouping
in order to perform an aggregation (such as a sum or
average) over each key, using reduceByKey or
combineByKey will yield much better performance.
Note: By default, the level of parallelism in the output
depends on the number of partitions of the parent
RDD. You can pass an optional numTasks argument to
set a different number of tasks.

When called on a dataset of (K, V) pairs, returns a
dataset of (K, V) pairs where the values for each key
are aggregated using the given reduce function func,
which must be of type (V,V) => V. Like in groupByKey,
the number of reduce tasks is configurable through an
optional second argument.


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.rdd.RDD
https://spark.apache.org/docs/latest/api/java/index.html?org/apache/spark/api/java/JavaRDD.html
https://spark.apache.org/docs/latest/api/python/pyspark.rdd.RDD-class.html
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.rdd.PairRDDFunctions
https://spark.apache.org/docs/latest/api/java/index.html?org/apache/spark/api/java/JavaPairRDD.html

aggregateByKey(zeroValue)

(seqOp, combOp,
[numTasks])

sortByKey([ascending],
[numTasks])

join(otherDataset,
[numTasks])

cogroup(otherDataset,
[numTasks])

cartesian(otherDataset)

pipe(command, [envVars])

coalesce(numPartitions)

repartition(numPartitions)

When called on a dataset of (K, V) pairs, returns a
dataset of (K, U) pairs where the values for each key
are aggregated using the given combine functions and
a neutral "zero" value. Allows an aggregated value
type that is different than the input value type, while
avoiding unnecessary allocations. Like in groupByKey,
the number of reduce tasks is configurable through an
optional second argument.

When called on a dataset of (K, V) pairs where K
implements Ordered, returns a dataset of (K, V) pairs
sorted by keys in ascending or descending order, as
specified in the boolean ascending argument.

When called on datasets of type (K, V) and (K, W),
returns a dataset of (K, (V, W)) pairs with all pairs of
elements for each key. Outer joins are also supported
through leftOuterJoin and rightOuterJoin.

When called on datasets of type (K, V) and (K, W),
returns a dataset of (K, Iterable, Iterable) tuples. This
operation is also called groupWith.

When called on datasets of types T and U, returns a
dataset of (T, U) pairs (all pairs of elements).

Pipe each partition of the RDD through a shell
command, e.g. a Perl or bash script. RDD elements
are written to the process's stdin and lines output to its
stdout are returned as an RDD of strings.

Decrease the number of partitions in the RDD to
numPartitions. Useful for running operations more
efficiently after filtering down a large dataset.

Reshuffle the data in the RDD randomly to create
either more or fewer partitions and balance it across
them. This always shuffles all data over the network.



Actions

T @) &3] T Sparkk X #F6— % A actions ° ¥ 48 R F 14 % 1] RDD APl U4 (Scala,

Java, Python) #= PairRDDFunctions L #% (Scala, Java) °

Action

reduce(func)

collect()

count()

first()

take(n)

takeSample(withReplacement,

num, [seed])

takeOrdered(n, [ordering])

saveAsTextFile(path)

saveAsSequenceFile(path)
(Java and Scala)

Meaning

Aggregate the elements of the dataset using a
function func (which takes two arguments and returns
one). The function should be commutative and
associative so that it can be computed correctly in
parallel.

Return all the elements of the dataset as an array at
the driver program. This is usually useful after a filter
or other operation that returns a sufficiently small
subset of the data.

Return the number of elements in the dataset.

Return the first element of the dataset (similar to
take(1)).

Return an array with the first n elements of the
dataset. Note that this is currently not executed in
parallel. Instead, the driver program computes all the
elements.

Return an array with a random sample of num
elements of the dataset, with or without replacement,
optionally pre-specifying a random number generator
seed.

Return the first n elements of the RDD using either
their natural order or a custom comparator.

Write the elements of the dataset as a text file (or set
of text files) in a given directory in the local filesystem,
HDFS or any other Hadoop-supported file system.
Spark will call toString on each element to convert it
to a line of text in the file.

Write the elements of the dataset as a Hadoop
SequenceFile in a given path in the local filesystem,
HDFS or any other Hadoop-supported file system.
This is available on RDDs of key-value pairs that
either implement Hadoop's Writable interface. In
Scala, it is also available on types that are implicitly
convertible to Writable (Spark includes conversions
for basic types like Int, Double, String, etc).

Write the elements of the dataset in a simple format


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.rdd.RDD
https://spark.apache.org/docs/latest/api/java/index.html?org/apache/spark/api/java/JavaRDD.html
https://spark.apache.org/docs/latest/api/python/pyspark.rdd.RDD-class.html
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.rdd.PairRDDFunctions
https://spark.apache.org/docs/latest/api/java/index.html?org/apache/spark/api/java/JavaPairRDD.html

and Scala)

countByKey()

foreach(func)

using Java serialization, which can then be loaded
using SparkContext.objectFile().

Only available on RDDs of type (K, V). Returns a
hashmap of (K, Int) pairs with the count of each key.

Run a function func on each element of the dataset.
This is usually done for side effects such as updating
an accumulator variable (see below) or interacting
with external storage systems.



RDD #F A1t

Sparkik € &89 — NI Aw T il d XA 1E (operations) #HAft (RF%EHF) —4INES
NG F o SRHERIL—/MRDD#EE » H—AF BARH 58 A S R %38 5 65 5] R
B R L FIETAREAN RS (ARBANESATEG L WES) 093501F (action) £
EAR o BRI E S HEREFE GAEHR102AL) o xt g REFFERYOTE
R R hHR—A R T o

REIA T persist() KA cache() # EIHF AAL—Ardd ° H sk > faction AT EIrdd ; A
B R ERGEENT RGAHF o Sparkty % F L — B4 H H AR RRDD 9124 — A5
£% € TRAELRA B (transformations) #AE A 5189 € B 1HEH Lel & b X A5

o

=

B

sesh > FATVT AR R R 69 5 6 S5 ik B — A XALERDD © #lde » € A RATH A4
Eo3 AL~ K ESEAFIMLYJavart FHAAEIAB T ~ AT R B A EE XA F %
£46-%] Tachyon¥ o &ATT AL A5 — 4 storageLevel 3 £ 4 persist() 7 kX EREHF
%% H| o cache() 7 &AL T BKINH) 5 i % 5] — StorageLevel.MEMORY_ONLY ° 7% 8975 1% 42 %
N84 T P


http://tachyon-project.org/

Storage Level Meaning

«HRDDﬂ"F/J#I??Mbé’uavaﬁ%@ﬁ%ﬁjvm‘# 4o R
RDODREEGHAENHEFT » —EFRERXWEHR > N
HEHEREEZIE, Eﬂfﬁﬁrﬁﬁ%‘ﬁﬂ‘ﬁ-bﬂ]" XA RARK
N G R) o

4 RDDE A 35 711t 89 Javasxt £ 4 ik Ejvm P o b R
MEMORY_AND_DISK RDD 7 i& & f%f-_m%“}’ KRERESHLENG TS
RGMHEBET » HRERZEEN -

¥ RDD A B 71t Javast £ 46 (49 R —byte
o) o AP HFANWIEFILFTREFHZRE > 5 &
F B Beig 69 5 oML T RE - 2 2 B HFcpuR R—F £
8915 3R AF o

#*MEMORY_ONLY _SEREM » 2R 2 A HRE &0 F
MEMORY _AND DISK SER E#HARXLERELZMINNE FHIR > Al Ly
RAMB BT o

DISK_ONLY AL IERDD 4 R 4 % 5| 7% & F

MEMORY_ONLY_2,
MEMORY_AND DISK 2,
etc.

MEMORY_ONLY

MEMORY_ONLY_SER

Fo Lo 89 75 ik 2 5] KL 0 A2 BRI AN R B A
O -]

VA5 54k 89 4 X, A i RDD %] Tachyon ¥ - 48 2t T
MEMORY_ONLY_SER » OFF_HEAP® V" T 4% Bl £

OFF_HEAP (experimental) R AFE VNPT HEEIARL  c IEELAERMA K
FARAGITRETRE S AL REF QKT LA 25
By 3l 7y o

NOTE: £ python¥ » 7 fik 89 2t %41 £ 38 it Pickle & 5 7114 T 89 » BT AR T %% 5 7ML 5 2 1
TE o

Spark{L 4 B #h 4% 2t — EshuffledtE (4= reduceBykey ) P &9 F 1B 348 » B A P % A A
F persist 7 ik o RARMIIFRA ZEE £ T shuffle B HHERLT » FREZHHENM AN o R
ApHRIER FELIRF > 2 0RDD » N ARESA P AR persist H ik o

S 47 3% 3 45 1 9% 3
Sparkéf}%ﬁ\ﬁﬁ%%% BRA £ N AA R FAacpud] A LR 6 R F AR o BAEHFALT @
L RBF—NEEGGFHRT

o wwRARRDDE K INHF %5 (MEMORY _ONLY) » $h#tdFHK NG ARG - AA
R AcpuR) Al gk 5 8930 » 242 RDD LAYRIERT A6

o R TELMEKINGLS > £FEMEMORY_ONLY _SER ° ##F—/A 2 169 5 7iLER 5
2t 8 E AR R R 0 A2 R A REAS AR B B b5 ¢ o


http://tachyon-project.org/

o MR HFTHRDDM T IR RA M FELIRKEOEIE » FEHRDDA % 2w &
o FM s EEMHHE AR EAE LR REE R -

o toRARAE B R HEWE T AR E & (replicated) 7 % % 5| o BT A 69 74 % % 540 T
ARTEE T FEZROBBERIBFZENEH > 22 F 8 9HIERS1ERAERDD L4 4
EES s AFRER AL ROIE -

o EMARENHFNYINRET A % 2 AT QIR » OFF_HEAPEA W T % :

o BiiT% /MMT:E”J"-ETachyon A8 R 89 5k
o AR AT D I

o 4o R FAEPATH A B %é%%ﬁ%*é‘%%

©
oA

| M 2 Y2

Spark 8 3 89 B4 AT B & F G4 R E L o AR R & AR R NI R e 8 23 o 4o RAR
TG M ARDD » T ¥A4& A ROD.unpersist() 7 i&



EFZ T ¥

— R LT 0 & — A% 3% 45 Spark#RAE (Bl emapFrreduce) 89 H F £ AR T R L@ B 4TE o
Spark##/E £ Fr LR ZZANRBATA T EN— MR I Ko LT EREHNIAHEMNE
Lo FERETFAERENEL OITAE EHATAERCARHESF  c AFHESLNEELE
AAKZKEY 0 125% > SparkiE A4 AAFFE LG AR XRET AR ARGEZTE T BT E
(broadcast variable) #= £42 % (accumulator)

= S /‘\ _’Q‘
T
FREZFATERFAEE - NRENTELEENE LB MARENMESKREGE—HDN -

Blde » FIR T L E > KATEES M—-ﬁi?ﬁ»‘a%%ﬁﬁh—%\ka&i%z% NEE0y 8] K5 B
%# A% & o (Broadcast variables allow the programmer to keep a read-only variable
cached on each machine rather than shipping a copy of it with tasks.They can be used, for

example, to give every node a copy of a large input dataset in an efficient manner.) Spark+.
ZREFMAAZG T B EEoBRTBEE AR BZ G RA

— AT #HTE T AT A A SparkContext broadcast(v) 7 ixM— M T EVPRIE - T T
TRV —ANOETE > CHMATILAT value 7 x 5 E » TEogRAHEA T IATA

scala> val broadcastVar = sc.broadcast(Array(1, 2, 3))
broadcastVar: spark.Broadcast[Array[Int]] = spark.Broadcast(b5c40191-a864-4c7d-b9bf-d
87elad4e787cC)

scala> broadcastVar.value
res0: Array[Int] = Array(1, 2, 3)

ER BRI AE » RIS £ RFOEMARTREACRRE LT EY ) IFRMNARFR
ﬁ-u\%ﬁ’iﬁvﬁﬂr/ﬁﬁ? Al B ATRIEF AN T 2 F2 S L ELAMEANGME HF
VR REL T A& Z G WAL 2K o

BB s BB A — Rl XBFBERAT W REN T E > AT [0 2 A TF
HTRAETF o BA1489% A 5k £ counters #7 sums © Spark/RAE XFHE RV X 5 » AR H
AL TR XFOER o RGBT —ANELHERE > E’?'Tvlﬁsparkﬁ@UI“FE’_'T‘ o 3% 2t
T A2 24T B (running stages)® TR AR ETLGER o (& : & Epython T & R XL
#)



—ANEm B TAB LM sparkContext.accumulator(v) # ik — M4 T EVFAIE - BT
B LGES TR add HERAEA += BAERSChoth o Af > EATRIFFEIRZA

fi o AABAHFFTVMER value 7 ER B E BG4 o o T KRG » 7 T T4 A R
e 4G — Ak B BT L E AR AR

scala> val accum = sc.accumulator(©, "My Accumulator™)
accum: spark.Accumulator[Int] =
scala> sc.parallelize(Array(1, 2, 3, 4)).foreach(x => accum += Xx)

/09/ 141 INFO SparkContext: Tasks finished in S
scala> accum.value
res2: Int =

A FH AT ABEGEREYN XS o F R4 T AH A F EAccumulatorParam&l & B €89
Fim3E £ o AccumulatorParam#E 2 A & A7 ik zero 7 ik ARG FAE X AR -0

18” (zerovalue) ; addInPlace 7 &1t H A M Fo o Blhe » BIZEATAE — A vector EKE
BFLGEE » RIS L TELE RS :

object VectorAccumulatorParam extends AccumulatorParam[Vector] {
def zero(initialvalue: Vector): Vector = {
Vector.zeros(initialvValue.size)

}

def addInPlace(vl: Vector, v2: Vector): Vector = {
vl += v2

}

3

// Then, create an Accumulator of this type:
val vecAccum = sc.accumulator(new Vector(...))(VectorAccumulatorParam)

fescala® o Spark L # M £ —fxt9Accumulabled: 0 %k R EIB-S R XA AT E ) L&
A2 F—# (Bl Ik EOLEEL NI K) o Sparkd X HF
5| SparkContext.accumulableCollection ﬁi%%ﬁa*ﬁiéﬁscala%é\%ﬂ °


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.AccumulatorParam
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.Accumulable

N IZ E S

R #5495 Mspark B 7 M 35 & & — Hesparkiz 74 T o % 4 » Spark#gexample B & &4 JLA-Spark
BT > ARAEH IR L4 T 7 NiE47JavaR #scalat] F :

./bin/run-example SparkPi

A THACRE R B o configurationfetuningd 3 & T kiE £HR97E 8 - RIEFRRBEAF
PR B R MR AT TR EN - A TAHZRERZAY » S it Nag T
oA Nt fe LIF EH TG AL -

WG » TAEAPISTA T VA G @tk dEscala,java, python & &


http://spark.apache.org/examples.html
https://spark.apache.org/docs/latest/configuration.html
https://spark.apache.org/docs/latest/tuning.html
https://spark.apache.org/docs/latest/cluster-overview.html
https://spark.apache.org/docs/latest/api/scala/#org.apache.spark.package
https://spark.apache.org/docs/latest/api/java/
https://spark.apache.org/docs/latest/api/python/

Spark Streaming

Spark streaming & Spark# SAPI8) — AN & > Bt SR AXBIEGRA B EATY AL~ 55
wkF ~ TR F A4 R o &A1 lkkafka ~ flume ~ Twitter ~ ZeroMQ ~ Kinesis ¥ % & Bt %
o AT A d F M & %map ~ reduce ~ join ~ window3F A 89 B & A A THE B #&IE - &
Jo o RILGHRABETARE B I A% ~ RABE ~ SEHMNEEF o FL L RTUABLEE
b9 %8 2 B\ Spark 89 hL 25 2 0] JL ik ~ ARk 4k o

Kafka

Flume J\Z ___HDFS |
HDFS/S3 Sp ark " Databases |

Kinesis Stfeaming ' Dashboards ]

Twitter

AR Bh) TR 4T B AT o Spark Streaming 44 52 B 69 3 A S IE R 0 KRBT X B HL
Py o A P B Spark 7] 4 32 > Spark 7| A4 4B A R R LS R -

input data batches of batches of
stream Spark input data Spark processed data
Streaming Engine |11

Spark Streaming X #F—1~5 2 894 £ » & BA( discretized stream )& # DStream * &
R & E 50 448 R - DStream B2 7T A F| il M Kafka, Flume#=Kinesis 3 /& 3% BL 89 3 A 238 7 8]
# > WL £ ZDStream# Fh sk b3 it 5 M K 4R AT o £ A3F > DStream s &1 — A 7|RDDs
ZH Ry, ©

45 i 4E 3 R P JHe £ A DStream % 5 Spark Streaming#2 /5> © Fl 7 #£49 4] Mscala ~ java R #
Pythonk % 5 Spark Streaming#2 /7 °

2% : Spark 1.22 4 % Spark Streaming3! A T Python API » & &) BT & DStream
transformations#= JU-F A7 & & 4y 45 32 4F =T vA £ scalafejavatE @ $4EH o K » € R XA A
8 Fde LA I RE EHFE 8 TARLIE o #heflume ~ kafkaF 7138 69 TR 69 AP & 72 9% & 51
A ©


https://spark.apache.org/docs/latest/mllib-guide.html
https://spark.apache.org/docs/latest/graphx-programming-guide.html

Spark Streaming

o —/NHik8yf T
o AAMA
o ;‘(Ei
o #1441t StreamingContext
o HIAR
o #r ADStreams
o DStream¥ 4% 4%
o DStream®) %y 421k
o % #H RFF A
o Checkpointing
o %F%‘L’Lﬁ]%i/%
o Wik MRS
o PEAEIAME
o R Ve IE b9 P AT BT 7]
o % EEMMGIE F
A 7R AE

(o]
o FAhE L
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— A~ eag 9 4]

H2 & AT # A4 AT % 5 Spark Streaming#2 /7 69 fa F ZUA] 0 1k R AT Pk 3R] S — A8 E 946 F o
BEANBTF o BENBFTCPEEFH KBRS S RIIALIE » REHELART 8446
BANEL o ME T

% 0 &A1 F ASpark Streammg g A8 & & A B — &L StreamingContext 3R 4 89 [ X 4% 3 2] 4,
8RBT » HRMNPTF LML (deDStream) #R4EEH A 8% % o StreamingContext &
SparkAT A ARG LA T o KRB > RMNQET —MNEA AAAIAT AR ZAD L B A
(BP ARS 4 4% 4 2] 438 i) B9 A #StreamingContext °

import org.apache.spark._

import org.apache.spark.streaming._

import org.apache.spark.streaming.StreamingContext._

// Create a local StreamingContext with two working thread and batch interval of 1 sec
ond

val conf = new SparkConf().setMaster("local[2]").setAppName("NetworkWordCount")

val ssc = new StreamingContext(conf, Seconds(1))

FIRZAET > AR 422 —/NDStream » © A ~MTCPR ( AuiZlocalhost » 3% T %
9999) kLAY IR A 4B o

// Create a DStream that will connect to hostname:port, like localhost:9999
val lines = ssc.socketTextStream('"localhost", )

A lines % &2 —/-DStream * & & B § M AR % B 345 éﬁ WAIE © X ADStream 9 4
K FARE—ITIAR o T—F » £A1FEZI4DStream ¥ 49 54T L AA b1 9~ A %49 o

// Split each line into words
val words = lines.flatMap(_.split(" "))

flatMap & —/—3t % #9DStreami4f » ©il i de/RDStream & £ 12 Z AR AR % & H1eF k
Gﬂﬁéf‘ﬁ\%‘ﬁﬁ‘JDStream o JEIX /M TR o ch AEHE Y RT 5421 Rildeny 9%
78 words X ANDStream& T c T—F » &A1 E B E 2769 4 o

import org.apache.spark.streaming.StreamingContext._

// Count each word in each batch

val pairs = words.map(word => (word, 1))

val wordCounts = pairs.reduceByKey(_ + _)

// Print the first ten elements of each RDD generated in this DStream to the console

wordCounts.print()


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.streaming.StreamingContext

words X ADStreamiimapper(— 3t — 45 #4&4F )R T — A #789DStream » €d1 (word » 1) =¢
AR o KRG+ RATI T AR X AH7 89 DStream 1+ A $L 235 691891 - B » KA
F wordcounts.print() AT EPAArTHH 69 1E4 o

FRIEZNT 0 IU LR EREBHIMATH » Spark Streaming AL &4F T € B MATETHF >
ZIREHRAEEFASPAT o ARBHEBBRFESITIE > BEEHTHE > FRAALT
by 75 ik

ssc.start() // Start the computation
ssc.awaitTermination() // Wait for the computation to terminate

7% 89 45] F =T vA £ NetworkWordCount ¥ 33|

R T AT BAME T SparkIF g » MReLAES AL T8 kBTG F o a4k RERE
1TNetcattk 4 #3E R % &

$ nc -1k 9999

RG> e TR 825k > ARAESS M 4o F 7 XEATH T

$ ./bin/run-example streaming.NetworkWordCount localhost 9999


https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/streaming/NetworkWordCount.scala

RS

T AR 20 Ty Rak b T @I A48 % 5 Spark Streaming s J A2 5 sk F 89 — 2 K KA

o XIEX

o #1451t StreamingContext
° HAAR

o Zr ADStreams

o DStream ¥ &9 4% %

e DStream®) %y 424k

o %45 I AL

e Checkpointing

o HEmAES

o Uiirm RAASK



X B

5Spark% /4 » Spark StreamingL =T »AF] Fimaven® & ° % 5 1% 8 T 49 Spark Streaming#2
oo AREZ T @ a9 R # 2 1R 69 SBT S # Maven’fl B F

<dependency>
<groupId>org.apache.spark</groupId>
<artifactId>spark-streaming_2.10</artifactId>
<version>1.2</version>

</dependency>

A T MKafka, Flume#=KinesisiX ¥ 7 £ Spark#% = AP F 42 4 89 R R BLALE » &A1 F £ o a
X894£, spark-streaming-xyz_2.10 BIRH F o Bde o — 3l ] 9 B4 T R AT

Source Artifact
Kafka spark-streaming-kafka_2.10
Flume spark-streaming-flume_2.10
Kinesis spark-streaming-kinesis-asl_2.10
Twitter spark-streaming-twitter_2.10
ZeroMQ spark-streaming-zeromq_2.10
MQTT spark-streaming-mqtt_2.10

AT R R AT 97| & > 1% FlApache repository


http://search.maven.org/#search%7Cga%7C1%7Cg%3A%22org.apache.spark%22%20AND%20v%3A%221.2.0%22

w14 1t StreamingContext

#1 T ¥ 1Spark Streaming#2 5 » —A~StreamingContextxt % 54 % # 4] Z » & & Spark
Streaming#7 A K4RA4F 89 T & 2 o — A StreamingContext 2t % T WUl SparkConfsd £ 4] 2 o

import org.apache.spark._

import org.apache.spark.streaming._

val conf = new SparkConf().setAppName(appName).setMaster(master)
val ssc = new StreamingContext(conf, Seconds(1))

appName & T1R692 A5 L~ E EFUIL L F > master £—NSpark ~ Mesos ~ YARN%&
BFURL S F —MEFR T B locall"]” » CATREFARRBERNEST - SRFETEEHT
B ARFRFEZ AR P RBA naster * MAA 2L spark-submit B FEAFLFE 0 HF

I spark-submit FAFZE| master #94A o 3t T ARMM X R A £ LMK o T 244E % local’ F 44 B
A B —/~# 42 R} 12 47 Spark Streaming © & 2 & 85% 0 € £ A3 L2 T — 4 SparkContextxt
% o MR A ssc.sparkcontext 77 [ A~SparkContextsf £ °

BLO A B F AR RO F ) R F RA R BRG] R IR KA 0 ART VAL AL AR AR —
R e 13 8 o

TUAF| ) 2 B 18 sparkcontext 3t %A1 # streamingContext * % ©

import org.apache.spark.streaming._
val sc = ...
val ssc = new StreamingContext(sc, Seconds(1))

L —ANET (context) ©XZJG » AR B AT LY #4744k

o TIMANR

L4 /Eé"ﬁ?muﬂ';:’}a )

e F|Jl streamingContext.start() 7 /&3 ok EIE ;

o AWIAN —EFHFE > AP streamingContext.stop() 7 iEKEA o

JLAEZZZENT ¢

o —H—/rcontext@ R B # 0 LA REA FAVAA T E LA LN mE] contextF o

o — 2 —/context@ 4.k > CRR LA EH L T

£JIJVMF » ] —EBF 5] R 48 A — /> StreamingContext# T & 3K &

#= StreamingContext L Al stop() # % » 4.4 % HSparkContextsf £ o 4w R #8142 % i
StreamingContextst % » % & stop() &7 &4 %% #false

—/~SparkContextxf % T A & £ #| Fl %€/ & % 4~StreamingContextxf % » 4% & #F T 7y


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.streaming.StreamingContext
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.SparkConf
https://spark.apache.org/docs/latest/submitting-applications.html#master-urls

i 89 StreamingContext/£ /& @ StreamingContexté| & X 77 % ] ( 71 % H
SparkContext) °



% #A (DStreams)

% 3R R A DStreams £ Spark Streamingf2 £ 69 A K9 % > CEREA—ANELGHIER - ©F
ZRINBFF RGN R » BARMARBIEHERL T A RGQRILE G KIER o £ AR >
DStreamsw — 4 7| i 42 69 RDD 4L 5% ° DStreams ¥ 8 4~ RDDAR &, 4-#4 & & 7] 1] & 1) 89 %%
oW THEAT

RDD @time1 RDD@tme2 RDD@tme3 RDD @ time 4

datafrom | __ | datafrom |__ ' datafrom | _ | datafrom ‘_>

DStream ===+ °~ - _ .
timeOto 1 time 1to 2 time 2to 3 tme3tod

{247 2t DStreams # 4 VF 41 45 3 i, T 2t DStreams 4 409 RDD #9 #:4F o & AT @ 89 19] 7
¥ o flatMap #EVEE AT lines X ADStreams#) 4 /~RDD * %4 & words & DStreams#y

RDD ° i #4 F H AT :

lines lines from lines from lines from lines from
DStream timeOto1 time 1to 2 time2to 3 time3to 4
flatMap
operation
words words from words from words from words from
DStream timeOto1 time 1to 2 time2to3 time3to 4

i i3 Spark 7| %+ A iX %8 A RDD# 45 ¥ FF o DStreams#® I #, T K509 F » HBA
TR AFLERET EZEMAPI e TEI/LTIF AR TR LBEG LT o



A DStreams#=receivers

#r ADStreams & T M ZAE TR 5% B A 3038 69 DStreams © A iR 0] TP 0 lines BRI
DStream » &R & netcatik % & R B89 3B R o — /N3 A ADStream #2 — /> Receiver *t
# A8 K FE > XA Receiver MR P IRIIIE » ABHIEHZEANAHF P H TLAHE -

#r ADStreams & 77 M 2L IE TR 3k B89 JR 45 438 & o Spark Streamingdf A A X 238 R

e A KJR (Basic sources) : iX 7k /£ StreamingContext API¥ E 3T f o #]4= U4 £
%~ BHEFHEE - Akkatactor¥ o

e 54 (Advanced sources) : X R &3 Kafka,Flume,Kinesis, Twitters % - €11 % %
WM K RAER o BAVE X HAR—F 148 T RIARH o

FREZNL  wRIFBE—NREAF AT S N ADStream sk K % N8 IA »
REEHQE S MR (ZRAEREERAR—FTNE) - BHelZ % MReceiverFl if ik %
NEABR o 12E 0 receiver 1EA — K& AT 894 % 247 /£ Spark worker&.executor f ©
oo 8 &R — Mg AAE S B4 Spark Streaming iz A #2589 BT A A 89— A (it
occupies one of the cores allocated to the Spark Streaming application) ° #7¥4 » % Spark
Streaming = A #2575 B 4% 894 (de RARMIEAT » B2 XEAE) AALEERGHIEF B
1E4T receiver A IEHF T EH o

JLAERZZNT ¢

o Jw R Eth s AW EE YT X4 F T ADStreams X A receiversti X € » A4
PAL 4 B SR W T AR A o

o YIEITE AN » Rk master URLAEE B & T “local” » sk R A — Az E4T4E
TR AR L > BAEA receiver 894 ADStreami§ & & A X Mz » TEREL
A RIRGERLIZRIET o

5

|

a

KMNECEAEE RG] TPHF| > ssc.socketTextStream(...) 7 ik ki MNTCPEHF K B T
AF VB @) Z A DStream ° I T £4F » StreamingContext AP X # e L #F vA & Akka actors
1€ A 4 N R £ 3 DStream ©

e XH A (File Streams) : M/EfT5HDFS APl & 69 U & 40 P i B IE » — A
DStream ™ vAid it 4o T 7 X 4] 22

streamingContext.fileStream[keyClass, valueClass, inputFormatClass](dataDirectory)



Spark Streaming#%“/a\}‘xﬁ % dataDirectory H & > FERLEA FTARGEMIMF (REBF
FHIAF) - FEEF-TZ A

1 BTA UL B AR B 8 3B A X
2 FiA XHsL/E dataDirectory B ZTFAIZ » IHRAHNHBHFEFLIHLEDZT
3 —B#3h UL AARNEZ o PT A4 B ARAR B 42 69 T Ao 238 > #7693 R AR K o

AT HEGIARAIM s A—ANERENT
% streamingContext.textFileStream(dataDirectory) °1 VAFKIEJH o XA TR E ZEIT—4
receiver * FTATR & &5 Btk o

f£Spark1.2%F » filestream /£Python API¥ =T/ » R A textFilestream 7 /i °

o AT A Xactor®y i : DStream™ A8 streamingContext.actorStream(actorProps,
actor-name) 7 i&MAkka actors ik BLag $LIE Rk Gl 1E o BAR6942 B L A & Lreceiverds &
actorStream f£Python API¥ T A o
o RDDMZI4E 4 %44 A T M ;X %32 M X Spark Streaming A #2 /5 » A4 T VLR
Jl streamingContext.queueStream(queueofRDDs) 7 /% AT RDDP 7] €] ZDStreams ° 44
push®| K 7| 89 RDDAT#% % #DStream &g $Lfa i » A —H L -

% TINEHF ~ Xtfeactor P FIA £ % m¥ » 4 StreamingContext#e
JavaStreamingContext

BRAEREEIESparkEHET > FHEN T 35T FEE 5 RHM (4§'Jﬁakafkaﬁaﬂume> o
T BT R AR B RR AP RIFIAR 0 A 2R A DStream ) L L EMAL B T IR LG E T 0 MR AR
LS E m¥ o flde s o RRAR R A G AIIELEDStream * B EZB LT “ﬁ‘ré
BAE

e XHX : NJm spark-streaming-twitter_2.10 F|SBTsmaven B &4k # F
e BB 1 F A Twitterutils X » A TwitterUtils.createStream 7 %8| #DStream,4= T AT =

import org.apache.spark.streaming.twitter._
TwitterUtils.createStream(ssc)

o IE I KRBT u&ﬁﬁﬁ%‘ﬁ’]f&% ( 61,3 spark-streaming-twitter_2.1089 /& # A & &
BtE AR ) AT Ajare s REHEF o BASZ T TR AL RS HNS -

FREFNL > ZEZHRIIRA spark-shell T RAEMEA » Rk AT R&ERG S A2FE®
fshell ¥ 2K o

T @& N B0 5% -


https://spark.apache.org/docs/latest/streaming-custom-receivers.html#implementing-and-using-a-custom-actor-based-receiver
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.streaming.StreamingContext
https://spark.apache.org/docs/latest/api/java/index.html?org/apache/spark/streaming/api/java/JavaStreamingContext.html

e Twitter : Spark Streaming#| A Twitter4j 3.0.3 FREUCA 8 HE A » X i LA 4 4F
APIRAT o KIS & 7T A8 T Twitterd & A5 69 (24T 77 54— A o IRBLAESSAT BN R -
WREBIFE R T XTI IREBE R o RTAEFAPIL (scalafejava) #=]F

(TwitterPopularTags#e TwitterAlgebirdCMS )

e Flume : Spark Streaming 1.24&4% ) flume 1.4.0F REEIE » TTh & A flumeds mdsd T
#RE ta 45 B

o Kafka : Spark Streaming 1.2484% M kafka 0.8.0 F KB4 » Tk & Fkatkafe ids i 7
fRE 1 B

e Kinesis : &&Kinesis & iibé T ¥ i3 &

B & LR

feSpark 1.2F » X &R L Python API X # o 4w ADStream-&L =T il i B & LRI » R F
A ZFEIA P B XL receiver * XA receiver T AM B & LRI EAE ARG 3B
e ®|SparkF o ML A & Lreceiverds f) T fRiFmiz A

Receiver™ £tk

ATTEMARELZIER - R(dekatka ~ flume) 7 o 4o M L 7T 5F 89 TR R BALIE 89 £ 4Lkt
0% ARG L 2P AR BB RS AR AEETHE AT R EREIE - I > shA R REA
#receiver :

* Reliable Receiver : —/~7T 3t #9receiveriE 4 6 ;1 £ — AN 7T SE 69 R » 348 & 200 3] FF Ak
EAHE H %] T Spark P o

¢ Unreliable Receiver : i #receivers ® L & o B 2t T — AT 09 R > A LA T &
% I, —~9E 7T 3E f9receiver » X receiver < & E A & A o

EHE %R B T SEf9Receiverty e & B 7 Lreceiver A E @ A48 o


https://dev.twitter.com/docs/streaming-apis
http://twitter4j.org/en/configuration.html
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.streaming.twitter.TwitterUtils$
https://spark.apache.org/docs/latest/api/java/index.html?org/apache/spark/streaming/twitter/TwitterUtils.html
https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/streaming/TwitterPopularTags.scala
https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/streaming/TwitterAlgebirdCMS.scala

DStream ¥ #44 # (transformation)

#»RDD %/ » transformation #. % M 3 A DStream sk 9 2038 7545 7K > DStreams X &k % &
RDD ¥ T Al #transformation 3£ o — 2% A 89 T4 T AT &

Transformation

map(func)

flatMap(func)

filter(func)

repartition(numPartitions)

union(otherStream)

count()

reduce(func)

countByValue()

reduceByKey(func,
[numTasks])

join(otherStream,
[numTasks])

cogroup(otherStream,
[numTasks])

transform(func)

updateStateByKey(func)

G M AMransformation B -F & & & &4

Meaning

#] 8 Z 2 func & X2 JRDStream g4~ E
DStream

EmapAa il » 12 % H AN AR T A A4 A 0N RE % Nar
i R

R B —AF 89 DStream » EAXAR &
func

WA A E S R L partition X & X
% %\ (level of parallelism)

3R] — A Y

4R DStream ¥ i# & % 3
X /~DStream# # 17

1R '] — A # 89DStream, '€ €4 /R DStream#=otherStream &9

KATE

iR g 7+ A RDStream F & AMNRDD LA K E 0 BE— A4
¥ 7T, % (single-element)RDDs 8 # DStream

ﬂ)ﬂuifcfunc % DStream ¥ & A-RDD# L% » & — 4>
4 ¥ 7% (single-element)RDDs 8 # DStream © % £ &% %
%ﬁ%&%’u&ﬁﬁqu#ﬁm

EAFF R AT uERE K DStream £ > B = — A
(K,long) #f&5#DStream » & AN g 18 =& £ R DStream &9
#/RDD ¥ 8947 % o

§ﬁ~4mmym@ﬁwoammiﬁmﬁ4ﬁ%’ﬁ@*
AN#7 89 1 (K,V) 2 4 a%, 59 DStream » v&"/\keyé’ﬂ‘é 2R R
f9reduce R R ALk o & ¢ AFRINFALT » /‘ﬁr%ﬂ
J T Spark Bk 69 F K AE 4 F 548 o AR VLA numTasks 5
% B R R 694E $ %%

% AT AADStream (—A&e (KV) 3, —4~ad
(KW)at) » BEI—4 a2 (K, (V, W)t 8537 DStream

% & AT % A-DStream (—A~&2 (KV) x,—/~a4
(KW)) » ZE—A B4(K, Seq[V], Seq[W])# L4

i it 2 B DStream #9 4 ~RDD & i RDD-to-RDD % %t » &%
— /37 #)DStream © i A7 ¥4 £ DStream P 49 4EfTRDD#E1%
%1%

FI R 46 2 609 2% £ #HDStream &gk & » &
DStream -

= — A~ #"state" 49

477.“]?



UpdateStateByKeyiZ1F
updateStateByKey# 1 A, T W1 A #7112 & EH € R RFAEZRS - RFRAI AP KL
A%

o T URA-RE T A RALAT 0 348 LA
o TURA Z A RE-EHAN R LA 6 R S e AR @RI FE L AR

TEERAVEANGFIRA o B FF > RERF - AIARAPIERPENLFGETRE  BHFR
B —Astate k= 0 CRAZERK

def (newValues: Seq[Int], runningCount: Option[Int]): Option[Int] = {
val newCount = ...

Some (newCount)

ZAS K A% A 3] T DStream &4 69 #1431

import org.apache.spark._
import org.apache.spark.streaming._
import org.apache.spark.streaming.StreamingContext._

val conf = new SparkConf().setMaster("local[2]").setAppName("NetworkWordCount")
val ssc = new StreamingContext(conf, Seconds(1))

val lines = ssc.socketTextStream('"localhost", )

val words = lines.flatMap(_.split(" "))

val pairs = words.map(word => (word, 1))
val runningCounts = pairs.updateStateByKey[Int](updateFunction _)

FH RN DM BENLFAR 0 newvalues A — £ 7891 (MK (38, 1)t k)
runningCount¥ A Z AT 89 R % » &-4& TR » L] T

Transform# 1%

transform #1E (VAR €8 TALH N4= transformwith ) A7 {£DStreamiz 171ETRDD-to-
RDD %%k o € &&4% 4 A k &2 A 4£47 % 42 DStream APIF 2 £ 8 RDD4%4E (It can be used to
apply any RDD operation that is not exposed in the DStream API) © 4= » & 3FHIE AT 69


https://github.com/apache/spark/blob/master/examples/src/main/scala/org/apache/spark/examples/streaming/StatefulNetworkWordCount.scala

A (batch) A= 7 sh— A4 38 & 89 o 8 3+ A £ DStream AP 324 » R AR T A £ 49
FI A transform 7 A E] o 4o FARAEIE B BEA A T A9 O B A FEE R R
HI LR HIE KRBT T e 0 AR ke T AR kM

val spamInfoRDD = ssc.sparkContext.newAPIHadoopRDD(...)

val cleanedDStream = wordCounts.transform(rdd => {
rdd.join(spamInfoRDD).filter(...)

i3]
Tl RATVLE transform ZiEPRANE F 2 fe B H L H %

% o (window) i 1F

Spark Streammg)&‘i%%ﬂ Uﬁ'—ﬁ‘ ’ ?fti#‘ﬁtﬁ"/l\/g’iﬁ ”ﬁ a3 o Iﬂtransformation_'ﬁ_% °
TEMATEABAET D o

time 1 time 2 time 3 time 4 time 5
original
DStream
window-based
operation

windowed
DStream

window window window

at time 1 attime 3 at time 5

o PR 870 B RDStream LiFF 0 S FFBREXE AT AHRRDDs 0 £ A H iy
DStream#RDDs ° f£ & A~ BAR 5] F 9 » £2)p 2 = N0 R 20U 8IE LR ATE ot AR
FRANTAEAFH—K o KA AT AT ORERE BT AN R

o WUKE : HuagFsati
o EFHEYET R A [E ¢ F O ARAE AT A BT R 1A B
I A B F 0l 0 & TR DStream 69 LB ] 18] 18 69 45 2 -

T @B LA E 23R o Blhe o RAY EAT @G| TR R L X 304789 E 9 0 8] 2Bt R
10y o A TXRBZAB ) » ZAVLM AT H308 89 pairs DStream L= Al reduceBykey +#
18 o B 77 % reduceBykeyAndwindow 523 °


https://spark.apache.org/docs/latest/mllib-guide.html
https://spark.apache.org/docs/latest/graphx-programming-guide.html

val windowedWordCounts = pairs.reduceByKeyAndWindow((a:Int,b:Int) => (a + b), Seconds(

), Seconds(10))

—RFHOE O R T T ZRREREZAE LRI G AN S B REAEF

B4 B 18] J5]
Transformation
window(windowLength, slidelnterval)

countByWindow(windowLength,
slidelnterval)

reduceByWindow(func, windowLength,
slidelnterval)

reduceByKeyAndWindow(func,
windowLength, slidelnterval, [numTasks])

reduceByKeyAndWindow(func, invFunc,
windowLength, slidelnterval, [numTasks])

countByValueAndWindow(windowLength,
slideInterval, [numTasks])

Meaning

% FRDStream 2 8 F v 4L P B 7+
—/~#7 #)DStream

BEARPALEG—NEHE TR

RE—ANEAER o A RFfunc B £ R 3
B JR) JB) RE A A AL B A XA R ER o &
sl IR AR K BE 09 VA4S 1T B R 9% SE AR 8 AT
I o

5 B —AN(K, V)2 4 % 89 DStream L » &
= — A (K, V)2 28 4% 89 37 89 DStream ° 4
—ANkey #9453 i 4 T Hgreduce & 2R E A
ko iEE  ARINFRAT » IANEFAAT
Spark Bk i 3 £ AE 5 £ 94 o 4k T 0k
B numTasks 5 3k1% B T R 6914% % %%

A more efficient version of the above
reduceByKeyAndWindow() where the
reduce value of each window is calculated
incrementally using the reduce values of
the previous window. This is done by
reducing the new data that enter the
sliding window, and "inverse reducing" the
old data that leave the window. An
example would be that of "adding" and
"subtracting" counts of keys as the window
slides. However, it is applicable to only
"invertible reduce functions", that is, those
reduce functions which have a
corresponding "inverse reduce" function
(taken as parameter invFunc. Like in
reduceByKeyAndWindow, the number of
reduce tasks is configurable through an
optional argument.

5z B Bl —AN(K,V) 2 28 m% 89 DStream E » &
B — AN i (K, V)% 48 3%, 89 #7 69 DStream © 4
NkeytgfEAR A CATEFHE 9 F &I G0
i‘% o



DStream F 9 4% #

52



DStreams_t & # 1 22 4%

B B AF A FDStream @ BAF Bl o B E ~ IHALRFIRALT - AAMBREEIRL
ARV ARG T 5 ) BB BATARR 89 5 IR RAE ADStreamé% 4k © BAl 0 £ LT T

& JLAP i th 84

Output Operation

print()

saveAsObijectFiles(prefix,
[suffix])

saveAsTextFiles(prefix,
[suffix])

saveAsHadoopFiles(prefix,
[suffix])

foreachRDD(func)

Meaning

fEDStream 8 M ELIE FATEPAT10E L& » X AL
T+ & A X P AR IEF A A o f£Python APIF 18
)ﬂ pprint() °

% % DStream 9 W & A — A7 7)1 89 TAHF sequenceFile °
F— PR (78 T8 TS AT prefix #7 suffix 4
% © "prefix-TIME_IN_MS[.suffix]" * £ Python API¥ R =T
Ji o

B DStreamy 1 5 4 — AN UAR A o H— N BLIE a8 T
P AL KT prefix # suffix & & ° "prefix-
TIME_IN_MS[.suffix]"

# % DStream#) 1 2 4 — A~hadoop T # ° 4 — ANk id] [2 84
A6 UL AT prefix #7 suffix A& ° "prefix-
TIME_IN_MS[.suffix]" » #&Python API¥ =T A °

FEMCGR P & s 894 AMRDD L A R 3L func #9538 A 89 4y
BB o XA R Fm %A% NRDD A $E | b3 A4
Bl 4o R GERDDE] LR A AT MBERLEET - FEIE
FZOE 0 func REARBAEFPIAT  FHABFTHA
RDD actioniz £ @ #RDD A &9 7+ 5 o

#] Fl foreachRDD &9 % 1142 X,

dstream.foreachRDD A& — 4~ 5& K69 JR1E » R E BRI AL F - Adm > G B LMK~

A ZANRABRIFFF ERH o

© TEILAANZ T do T o — Mk o

o BHREBRIEIIINRAATRZEZ-NEHENE (Hl B ZBRFEHTCPERE) » AEXR
FRIBIZELG o ATHB MR > FFRAR T2 & 89 /£ Spark 3k 35 F 4] & — 4
st % 0 12 % £ Spark worker ¥ Z XA X A& FARAICFERDDF 4T

dstream.foreachRDD(rdd => {

val connection = createNewConnection()

rdd.foreach(record => {

connection.send(record)

1)
1)



XATERE s RARXEERFIMLEEZ - KRG € Mdriver X £ 2worker ¥ o XA 89 3%
B FAMBEZR REEAEE o ©TREAINAF LG E (EESERTFIIL) KA misit
ik (EHZ % f£worker? w1t ) F 3 o SEAREY Rk ik & fEworker A & % 3 2
% o

o AR XERRAI—ANF LB R-AFE-MEREET —ANEESZ o Fildo

dstream.foreachRDD(rdd => {
rdd.foreach(record => {
val connection = createNewConnection()
connection.send(record)
connection.close()
1)
1)

WE o RE—ANEEN A TRAEHEGF L - At AFN RN BFHREESL LS
BOEF Bt X 0 AR Y ZAANEIREL T o — A TAFEG AR R I KT A

Rl rdd.foreachPartition 7 % ° # RDD#Jpartition®| & — A&t £ » A Z AN Z L%
partition ¥ &9 P7 A 12 % ©

dstream.foreachRDD(rdd => {
rdd.foreachPartition(partitionOfRecords => {
val connection = createNewConnection()
partitionOfRecords.foreach(record => connection.send(record))
connection.close()
1)
1)

R Bt %09 01 A -4 3 T partition® AT AL ZF LT o

o )G T HE L % MRDDR A PR IE 18] & 3t M P # —F 694 o AR FH T A
RA— AP A 8 4 3 AR At 8958 20 3 Bk (YRDDHR % 2 S5 A 0 7k
AL X

dstream.foreachRDD(rdd => {
rdd.foreachPartition(partitionOfRecords => {
// ConnectionPool is a static, lazily initialized pool of connections
val connection = ConnectionPool.getConnection()
partitionOfRecords.foreach(record => connection.send(record))
ConnectionPool.returnConnection(connection) // return to the pool for futur
e reuse
1)
1



FREZOA > AP EBFLGRETRZERANE  FLAZR—EKNIAE A HA2H -

L]
THERFERTRAXG T NREERIER I AL -
HeFELizdry .

o B4R W AT 8 & XB1EDStreams * £+ RDD actionid i #i #4769 7 XAk
RDD - E{k#i%& » RDD actions#*DStreams#i £ 323 B 69 44 32 o H b » o R 1R
K2 AL B A AT S AR AR R A A T4 B4R dstream.foreachrop() ° 122 % A AEAT
RDD actioni1E /£ dstream.foreachrop() E @ » AP ZH Z TR AIAT o RAARREFHIK
Wi REEFEAMN -

ZIAE AT o DStreams#r 24 & 90 AT » A1 R m F AR5 69 T UM 5 32 )5 3

i



% 15 38 4k

#2RDDAa 4 » DStreams¥ A, vF F+ K & # AL A ZAEE| A A F o £DStream L 4%

B persist() 7 &7 VA B # #Hu4F 2 fbDStream ¥ 49RDD%| A 7 F ° 4= EDStream ¥ 49 % & &
EHE LR XAEFAME o % reduceBywindow #7 reduceByKeyAndwindow XAt % O 4%

1 ~ updatestateBykey X AP TR A 093R4E » HAILAKING » T EZF LA

Fl persist() 7 ik °

5] 4o 38 i W % (dokafka » flumesF ) RIS ASIE R » K XL R & B 4] 4038 | | A~
R B B A R o

& » 5RDD AR 895% » DStreams B k35 2L & 5| £ 565 5 AL RKIER| N B+ o XIF/£ 14
BREF NG o £ 50915 B ArddiF 24L



Checkpointing

ANFRL R AR b s RARIBAT » PRA LM B AARFEH L XOEE (b 2545
% JVM}]”?] FE) o A TAEX R A TR » Spark Streaming % %checkpoint & 4% 8912 & 2] & 4%
Bk RGP » VML RGN EE PR E -

* Metadata checkpointing : % & i1t 89 € L1583 £ 4% 7 ik £ %4=HDFS ¥ o XA kik
B m AL 1B iTworkers) W B 63 E o LB B4
o Configuration : €| #Spark Streaming s il #2 5 89 fic & 15 &
o DStream operations : £ X Streaming/ 1 #2 5> 69 34k &£ &
o Incomplete batches : #:1F & £ 3| P 69 & 7% 69 $ik
e Data checkpointing : f# £ R RDDE| T 9 G A4 T » LEARS
transformation (4% &35 % N3R5 IE) F A LMY o £ —AMransformationF
A R RDDR # T 27T #L89RDD » FA A B B 6934 » IMRBEG K E 2 HF SR K - £
WE AT » AT 8 £ RIRIE K o A KA 9transformationt F A RDD 4 & T Bt 36
BB T EB M AT o VAR BT AR 4k o

L4 checkpoint 2% 4 7 Mdrivers [ ¥ 1k & 443E o 4= Rtransformation#2E# A 2] T » 4
3E checkpoint Br 4% /2 1 £ 69 32 4F & AR & 5L/ 89 o

17T &t checkpoint

ki A2 5 42 F @ B A L 56 4 - B checkpoint

o 1% A A K A& t9transformation © 4o R /2 & 425 P H 2] T updateStateByKey X,
# reduceBykeyAndwindow * checkpoint B 5k 54 & 42 £ il vA & #checkpoint RDD °
o JAIE4T R AR5 89 driverd 3 4k B it 5k o 4% A L 4LdEcheckpointtk & 4 12 & o

EE 0 KR AT A K A #transformation 89 1 £ R )ﬂﬁi > ﬁz‘;ﬁﬂq‘?fvxirﬂ-ﬁ

checkpoint ° 23 ﬂ’ Ta u‘L‘F JAdrivers [ 69 W B 44 L3R -k B (303 TAZ &35 & A 2 36y
BEK”SER) FATTABEZE » 52 ﬁﬁ’JSpark Streaming . A #2 54 & X A 7
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£ 4% i & Checkpointing
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1A 3 streamingContext.checkpoint (checkpointDirectory) 71'/%7‘]’(455( 3\3\1’T1':L5)ﬂ7\ﬂuf]\%’ D) 1]‘
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o LY RABRFEER— KB » #HHE—/StreamingContext » /& 5 BT A Stream » A )5 1
A start() 7 ik

o B MEFRAAWMEEHEF 0 €I 4 Mcheckpoint B kcheckpointdd & £ #7 6]
StreamingContext

// Function to create and setup a new StreamingContext

def functionToCreateContext(): StreamingContext = {
val ssc = new StreamingContext(...) // new context
val lines = ssc.socketTextStream(...) // create DStreams

ssc.checkpoint(checkpointDirectory) // set checkpoint directory
ssc

3

// Get StreamingContext from checkpoint data or create a new one
val context = StreamingContext.getOrCreate(checkpointDirectory, functionToCreateContex
t )

// Do additional setup on context that needs to be done,
// irrespective of whether it is being started or restarted
context. ...

// Start the context
context.start()
context.awaitTermination()

42 R checkpointDirectory F4& » £ T U4 4 F| Fcheckpoint# & E#H A& - w R XA B F R
*ﬁ"/ﬁz ’ ﬂ%é\iﬁ])ﬂ functionToCreateContext 1344&@’]5%"‘/1\%?%,':?3[ ’ %iDStreams ° i‘%
#% RecoverableNetworkWordCount#] -F -

T4 getorcreate * A HLMIRIEARKE L A0 > driver EAFHER - RfLATIHFH
475 AL 0 Rk RIS B 8 o B REETHA B —F 01 -

2% » RDD#checkpointing# 7 fif s A o X4 % Bi4dE ( &4 89RDD#checkpoint) #94:
T R o Bk BB 6k B AL TR 0 IS o b B B (8 816 IR ) I
ST » checkpoint& #2438 & 8 69 F B89+ F - 48 & » checkpointing X & § Bl
AUABAEZ KRR > X o= AR FHFA o B H KA Ytransformation F ZRDD
checkpoint o BK1A &9 18] [ B 8] A& $k 8] fa b Ja] 69434 > 5 Y 104) o €T vl

id dstream.checkpoint k1% & o BAGFILT » % & checkpointld] & £ DStream & 7 ) 18] &
895-10 K/ & —AMF A 2K o


https://github.com/apache/spark/tree/master/examples/src/main/scala/org/apache/spark/examples/streaming/RecoverableNetworkWordCount.scala
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¥ spark-streaming-twitter_2.10 Vllii'éﬁﬁﬁﬁfﬁ%’ﬁ L3 2 )ﬂ%"a/?'jar“l’ °
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k¥ dEdriver > FF B Edriver K (S A o T3 K698 h R deexit(1) > A& T
ZATdriverty ¥ &8 fE) 49 LT €8 driver o
o YARN : YARNY A # &8 2 RAZF R T L6 Lkl o
o Mesos : Mesos™ ¥AFl Marathon4® % 2 A&
ft & write ahead logs-7£Spark 1.2F » A T RAFIL B 69 B4 FRE » RATFINT — 769 52
M HFE-TE B E (write ahead logs) © W REAFM B » Mreceiverik BLEg BT A 4
ELKMEREEAGRE é’JcheckpomtEl F o XA akdriver# [ % &k #3E - M mfRE
REEFEER c BANAHRTREITRERE A
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SUT Bt YAreceiverfg ik Kok & 4 K4 o X T A8 HH47384T % Mreceiver? m Aok & &
Rk o A BTE A EFBH » Spark P 89 R H KBy sFR > BAZBELE
BAEET =N REHMEAZGLT o TR L% B W ADStream ) 5 % 4 5|
A StorageLevel.MEMORY_AND_DISK_SER k4% 1% I &g o


https://github.com/mesosphere/marathon
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o Tk ‘T‘fg’éﬁ%lﬂ ( StreamingContext.stop(...) 5(4 JavaStreamingContext.stop(...) )
WA AT o £ XA BRIECEBRNFTIEZLALER o RG> T AB
e AR TR 8 ARFAEE G LR F g EFFEAE o X F R LFL
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B 1% » Spark web Ul & R 8g streaming 3% » A A 8 7 & 47 #receivers (receivers® &
ABERSE ~ FHR1EFE  receiveri iz %) XA HE B (B EE R ~ P 5
FHEF) - XTUA RN AR RARFGRETR o

FEWEB UIF #) pProcessing Time #7 Scheduling Delay WANE E46AF L F L o H—MR
AR THELIELLGE » ZA /AR T OORAE TG » AT F oy F4F
B JA] o 4o R PLAL IL BT JA) Pl 1A A B 1A 45 4 B K A D] FAFBT 45 503 o > BT T ALKL
EAPEIE F AR BRI IRLIE  EALTELIRFET « £ZFHFILT » FERRIIL
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Spark Streaming#2 5 89 & 3 i3 424, T 438 i StreaminglListenerd® v k B 4% » & Mg AFAR
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https://spark.apache.org/docs/latest/monitoring.html#web-interfaces
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.scheduler.StreamingListener
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12 Spark ¥ A JUMEACTT vARR F $osb I A B 7] o X T LA AL ALAE & AR T a4k o X9 & A4
WL ER4 o

BB BB iy FAT KT

i it W % (4ekafka * flume » socket )M £ 45 & B 1% & 3048 K7 7| 1L H #4574 2| Spark o
Yo R HAE B A RGN o B H R HATHAENSIE o 12 & > &4 ADStreamél & —
A receiver (EATZEworkerdls b)) HEMEANIER o A1 Z % AN A DStream B & €A1
VIR P B R B 4 R 69 BB R » Id 23 % FIB RN o #lde o 430 MopicE B 69 &£ A
#r XDStream =T XA 31 9~ A M Akafkadir AR 0 B ANk — Mopic © X4 £ A ASworker L iE AT
A receiver ° BSL AR AT » RS EARGELZF o % ADStream ™ AS & 4 &
¥ ADStream » & # 12 ] /£ £ 44y ADStream 89 transformationi 1f =T vA 12 A £ & 5 89
DStream Et -

val numStreams =

val kafkaStreams = (1 to numStreams).map { i => KafkaUtils.createStream(...) }
val unifiedStream = streamingContext.union(kafkaStreams)

unifiedStream.print()

AI—NFREZ R EEE receiver BJMER A o 33T K358 receiver ° /£ 73 ASparkA
BZ AT BB RABA A SFH R T — M REIE R o HRBBEF RGN T THESO A -
X AL %2 A & Amap 89 transformationd® A 455 89 238 o PR R (& b AL & 4

3% spark.streaming.blockInterval & & ° BKINEAZ200E4) ©

LM NABRAE S receiver BT 0 77 ik A& O A ML E 7 B A FAR R (A
5| inputStream.repartition(<number of partitions>) ) ’ fﬂ’:ﬁ"*ﬁﬁ’:ﬂ"ﬁ(ﬁﬁ ’ ﬁﬁ%ﬁéﬁﬁb
= B B i Ay BLEE o

4B 4L 3R 8 H 4T KT

Yo R IE4T T Fstage EH H RAE SR TR RS K » SRR A A A EBHG KR o Hlde » 32T 5
7 RreduceEE4= reduceBykey #7 reduceByKeyAndwindow ° ZKIA 89 7F &AL %4kl id B & &M %k
#4 % (configuration.html#spark-properties) spark.default.parallelism © 4% ¥ XAl i £ 4%
( PairDStreamFunctions
(api/scala/index.html#org.apache.spark.streaming.dstream.PairDStreamFunctions)) 1% % %
1THE » A% E 53 spark.default.parallelism 15X ZKIAAE ©
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o I ABIE 895 FIAL o PR R ELEIE 4 Bl Spark ¥ 0 RELEGbyte %35 F & I byte &7 7|
1 » 45 Bk B Spark # 57 514t #s X & 37 5 5116 2| Spark o Fl sk » #r A 538 8 FLE 714k
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2§ IR 4F 2 (sub-second) 2589 R s o i@ T @ 89 i T 7T VAR R X

o 1% 5L o EATKkyro/5 FIALAEAT =T v AME %69 Ko 0 Jm BeME § & 3% B slave 89 BY
g o

o MATHE K o /£ Standalonet® X T & H 4 t9Mesostt X T & 47Spark T vAJE Hota#i &
Mesosi% X, T & 17 Spark R 43 £ 42 69 4E % /& sh B 8] o T LAfE /= Mesos T 2 7 Spark F R B
e

These changes may reduce batch processing time by 100s of milliseconds, thus allowing
sub-second batch size to be viable.
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e Default persistence level of DStreams : ##RDDs T F| 89 & » BRIk 893 AL 5| £ 5 71k
¥ 3 A & F (DStreamAZ storageLevel.MEMORY_ONLY_SER °> RDD
A& StorageLevel.MEMORY_ONLY ) © BP4&AR%G 38 4 K 21LH & 438 o 5 7110 B 5 714G 8
THAK o A2 AT AR B8 WY 3R E e A% o

e Clearing persistent RDDs : Bk LT » i Spark X & &% (LUR) - Spark
Streaming 4 5.8 # X {ALRDD¥ 2 A & F F #24¢ o 4w Rspark.cleanerttl & 2% E T » kb
AN R A 12 £ 83 XA RDD¥ 248 2 & 69 75 3247 o Eho AT @R B8 A0H » TAEE
2R V& Spark Streaming /s A #2569 B AF 1 SR B o K 0 Tk BB B %
T spark.streaming.unpersist Atruek £ 4 4869 % 4F X4t (unpersist) RDD ° &/~ fig &
1A G RBEANERELZFIRAHGRDD » ARG £ AL EAT o & T LR J Spark RDD#9
AAALA » BT A E IR 4T A o

e Concurrent garbage collector : 4% | 3 & 89 47 18- 7 M 32 3% BT A i3 — 3 I 3. 3% =TI
B AFET ] o REHF R EIBEL SR T ARG ERELZ - 223 RIEFEEAR
1% B A& R 8 Pesb T BT ] o
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o WwRME/T—ARDDI S REAA T AMERE K » YR T AR E R NREHE
FAg P EHH AR o

o 1R BT A 89RDD transformations & #4 & 69 » AN 4 s £ 4% $ 69 £ 38 € — 4% 89 » 1 Spark
BLE TR AT LR o

Sparkiz {7 /£ 1 HDFSRS3%¥ 544 A A 69 $3E £ o F b » 1E4T M 244 2048 M & 09 RDDAR & 248
&9 o R » X T EJESpark Streaming® LT » H % Spark Streaming#) %48 K3 91 LT £
I B2 FAFEI 6y o A T RAT A R AGRDDAR F] 69 45 Bk o 3EIEG 538 F B F 8 R 5 £ worker
node® % N~Spark executor £ (RKIABFHA-FA2) » LGFHT ERAERFHN > AARE
BB F AW E

e Data received and replicated : £ % Mworker¥ &893 fEd » I B LEH Tk
AR A= F RIRER XN EA

e Data received but buffered for replication : B4 %A € Z &G » FTAA T B 438 >
— 89 70 % KR P E R BLE -

HAMEERNERES

o worker¥ &# % : 47T & fTexecutorfyworker ¥ A AR A T ALt 3% » AR EZ AT B F 8
BT A NG BAEAR A E K o ko RA T TreceiveriZ T A E T & » BNOEGEERLEX

o Driver¥ & ¥ % : 4= & 17Spark Streaming sz A 42 5 89 Driver ¥ & L& % » R L
SparkContext¥% & % %k » T H #4742 £ E#executorst & % X o

YE A1 3 AR 89 AF1E L (Semantics with files as
input source)
Yo R A 09 I AN BB AT B A T — A 545 89 A A %49 HDFS » Spark Streaming & =T A AL AT

%1% PR B B PATHT A 245 o R T —AN54F — K (exactly-once)id 3L > BP £ b & A H 4
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* Reliable Receiver : X ¥receivers R A £ HRIIE R HF LG T 2455 THR o o REH—
Areceiver kM T 0 &b (FEEA]) HETLMRATAIN o o RreceiverZ B » BRET R
o AR EREIE -

e Unreliable Receiver : % workers #driver ¥ & ¥ [% » X frreceivers % %k 23k

AR AR XA BreceivertR # T X #4E 3L o 4=k —Mworker ¥ & H I E » Reliable Receiver
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M RTUALEERATORELZR AT FBIGIEHNI NG FORESL LR T2
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Deployment

. Worker Failure Driver Failure
Scenario

Spark 1.1 &#  #Unreliable Receivertf LT  f£Unreliable Receiver!# 5L T 4 i %%
FF AAHwrite %P EIEE %k 5 f£Reliable EE %k 5 EPT AreceiverFLT » i

ahead log#9 Receiverfs X #89HF LT » FORBER s ELHGERLT > &
Spark 1.2 REEE R £ %
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Spark 1.2
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HRIE I IRAF 0GE & 0 BT A BABAT AR R TRDD » FTA 8 EH - BAT &~ A RAR 0G4
R o BT A #)DStream transformation#f A exactly-oncei& sL o ARk A% » BP4E 3 Aworker 7 &
B e RANERERAL M - A > W21 (4 foreachrop ) £ at-least
once & 3L LA » £ A workerE M E A LT » T 30)5 69 238 7T 5845 B A B — /I8
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Spark SQL

Spark SQL A # Spark#.47 A1 SQL, HiveQL % # Scala& 769 % & &9 o X MEIREG AL O A — A
# XA HJRDD-SchemaRDD ° SchemaRDDs w1734 £ 40 %, » 47 3¢ £ 40 A — AN X

(scheme) ki H H—7]69448 XA - SchemaRDD 5 x A & #45 J& b 89 ZARARAL o T
VAl g 4 £ 89RDD ~ —/NParquet T ~ —ANJSONZKIE & 34t /4 ff £ Apache Hive ¥ 89 %%
E I ATHIVeSQLE 19 F €] 2 ©

AFE W BTA ) TAF R T Spark A X AL T 8945 KB » Tl spark-shell FEATEA] ©

o 45
o FIER
o RDDs
o parquetsC#F
o JSONZ#iE &
o Hivek
o PEAEIAML
o L ¥SQLE D
* ‘% 5% 3 %& m(Language-Integrated)#y 48 % &4
e Spark SQL%#E £ A


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.sql.SchemaRDD
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.sql.package@Row:org.apache.spark.sql.catalyst.expressions.Row.type
http://parquet.io/
http://hive.apache.org/

VAR

Spark ¥ AT A 4B X Pt eg A o B ZSQLContext £ X BHI-F X » 4| —/SQLContextt BT A
& &AL —/~SparkContext °

val sc: SparkContext
val sglContext = new org.apache.spark.sql.SQLContext(sc)

import sglContext.createSchemaRDD

M T — M AKEGSQLContext » 7R4LAE S 6] Z — MHiveContext » & X 3% & ASQLContextAT X
BARYG—ABE - CHHIMI 6L 45 A E 2 ¥ 9 HiveQLA AT B 5 & 19277 FIHiveUDFs#9
877 ~ MHive &R IEIE 4 o AHiveContextik & & & — ML 4 4 £ 89HiveF B »
SQLContext =T Ji &9 £ ¥& 7% 2t HiveContext#. 7T | o HiveContexts 74T &L, 4 T # %, /2 Spark
MW 68 T A Hivelk# o o R xt R 69 2 A5 KL 0 X EARM T A /£ 5 & > Spark 1.2
i %1% M HiveContext ° ¥AJ& 8944 T iR A 3% % 72T 4 SQLContexti® £t 5 HiveContext 3 4 89 7

A
Ag °

Rk ARAT 1918 6] 69 4F T SQLE #4183 3 T Wi i spark.sql.dialect &7 kikdF o A AMHEKT
AL AAE T NKE » — 5 N 2B setconf HEERE » 7 —F 7 AALSQLG 4 T il

i SET key=value k& ° *f-TSQLContext® "E—=T &7 & &£ sql” » € &£Spark SQLH#R £
By — A~ # 89SQLAZHT £ o £ HiveContextF » & K& L #"sql" » 12EKINE 7 2 £ hiveql” » X
A AHiveQLAM £ & T o £1% % A B F 5 1% A “hiveql” °


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.sql.SQLContext
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RDDs

Spark X # A A% 7 ik ¥ # /£ ¥)RDDs 4% 4 % SchemaRDDs © % —ft 77 ik A% A RA4F kA 7 6,8-4F
2 f XA HRDD A AE X (schema) © £ 17 Gsparkf2 569 R B » B R 258 TRX » IHE
T RAT 6 77 k7T A8 R £ 14 7% JF B 5 TR £4F -

£]32SchemaRDDs# % —#t 7 ik Z @ —NMApARBE O L » IANE 0 A TP E -
N REAEGAMRDDS EE A E « BARARMHFTHEETK  ELCATKRESITNZ AN A FniE
7| VAR B & kA 65 LT #9#% SchemaRDDs ©

A B AT A W7 A X

Spark SQL#Scalak 7 X #¥% 6,44 A R ¢YRDDs B # 4% # 4 SchemaRDD ° & M AL T L
TRGEKX o

BHARGHEBLFAIRI KRB REEATNNLETF - FARTUREXA OEE L&Y
KA 4o 5 5| R F %48 o X ARDDT A X351 —4~SchemaRDD » &AJGEMA — Mk o &
AL JG 40 sqliE & FAL A o

// sc is an existing SparkContext.

val sglContext = new org.apache.spark.sql.SQLContext(sc)

// createSchemaRDD is used to implicitly convert an RDD to a SchemaRDD.
import sglContext.createSchemaRDD

// Define the schema using a case class.

// Note: Case classes in Scala 2.10 can support only up to 22 fields. To work around t
his limit,

// you can use custom classes that implement the Product interface.

case class Person( )

// Create an RDD of Person objects and register it as a table.

val people = sc.textFile("examples/src/main/resources/people.txt").map(_.split(",")).m
ap(p => Person(p(©), p(1).trim.toInt))

people.registerTempTable('"people™)

// SQL statements can be run by using the sql methods provided by sqglContext.
val teenagers = sqlContext.sql("SELECT name FROM people WHERE age >= 13 AND age <= 19"

)

// The results of SQL queries are SchemaRDDs and support all the normal RDD operations.

// The columns of a row in the result can be accessed by ordinal.
teenagers.map(t => "Name: " + t(0)).collect().foreach(println)
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HAETRRAAL (Bl » RRHEMNZEIRBHTHE » IF —IIAESHE 2K

B s RE S FEREHALAIRGA P ) » —ASchemaRDD ™ vAill it = 4 K4 o
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o JJR &k 49RDD4H# — MTHRDD
o QAEdH— structType R TR G H—F 4| ZRDD T4 A48 IL Fe
o ~4TRDD.Li#id applyschema 7 ik A &

// sc 1is an existing SparkContext.
val sglContext = new org.apache.spark.sql.SQLContext(sc)

// Create an RDD
val people = sc.textFile("examples/src/main/resources/people.txt")

// The schema is encoded in a string
val schemaString = "name age"

// Import Spark SQL data types and Row.
import org.apache.spark.sql._

// Generate the schema based on the string of schema
val schema =
StructType(
schemaString.split(" ").map(fieldName => StructField(fieldName, StringType, true))

// Convert records of the RDD (people) to Rows.
val rowRDD = people.map(_.split(",")).map(p => Row(p(©), p(1).trim))

// Apply the schema to the RDD.
val peopleSchemaRDD = sqlContext.applySchema(rowRDD, schema)

// Register the SchemaRDD as a table.
peopleSchemaRDD.registerTempTable("people")

// SQL statements can be run by using the sql methods provided by sqglContext.
val results = sqlContext.sql("SELECT name FROM people")

// The results of SQL queries are SchemaRDDs and support all the normal RDD operations.

// The columns of a row in the result can be accessed by ordinal.
results.map(t => "Name: " + t(0)).collect().foreach(println)




Parquet

ParquetZ — A 423K (columnar)té X, » T A3 % L B 69 R B & 3 & 4 X 3 - Spark SQL#Z 4
X 3F A B Parquet U89 2 At 0 X ST T L B 3 3R B R 46 2B 69 A X o

e 2%, FXVE

// sqglContext from the previous example is used in this example.
// createSchemaRDD is used to implicitly convert an RDD to a SchemaRDD.
import sglContext.createSchemaRDD

val people: RDD[Person] = ... // An RDD of case class objects, from the previous examp
Te:

// The RDD is implicitly converted to a SchemaRDD by createSchemaRDD, allowing it to b
e stored using Parquet.
people.saveAsParquetFile("people.parquet")

// Read in the parquet file created above. Parquet files are self-describing so the s
chema is preserved.

// The result of loading a Parquet file is also a SchemaRDD.

val parquetFile = sglContext.parquetFile('"people.parquet")

//Parquet files can also be registered as tables and then used in SQL statements.
parquetFile.registerTempTable("parquetFile")

val teenagers = sglContext.sql("SELECT name FROM parquetFile WHERE age >= 13 AND age <
= 19")

teenagers.map(t => "Name: " + t(0)).collect().foreach(println)

AL B

7T VA £ SQLContext L 1% Fl setConf7 i Bc & Parquet X & /£ 1 SQLE 3£ 4T SET key=value 44~
k Be & Parquet ©



Property Name

spark.sql.parquet.binaryAsString

spark.sql.parquet.cacheMetadata

spark.sql.parquet.compression.codec

spark.sql.parquet.filterPushdown

spark.sql.hive.convertMetastoreParquet

Default

false

true

gzip

false

true

Meaning

— &3 & 89 Parquet-producing &
%o 4 7| Elmpalafe £ B RR A 69
Spark SQL * % 5 i Parquettt X,
BgEHAE » — B RERFHEZ
B £k R 4 o X AMAR124 Yk Spark
SQL =3 #| 85 fAF 4 F 45 &
RRBER L ARG FZTME o

A7 Frparquet LB 89 % 5 » T WA
RoFAFENENRE

% & B parquet ST B 89 /% 45
%o TR R e4E
uncompressed, snappy, gzip, Izo

i1 /FParquetid /& % #9pushdown
At o B A B FebgParuetss iz

AR BKIA T X H 89 © 4o RAR
B R T OB E 8 F4F & R
Z#H ] 0 AT E AR
A8

%1% & #false®t » Spark SQL¥#
1# M Hive SerDeX % M B 8 ¥ ¥



JSON#iE &

Spark SQLA:4% & 3 4 BTJSON 4B & 694 K, » Jw# & 4 —SchemaRDD ° & # 4% # T vLil
T & Ak ck £

* jsonFile : A— AN EEJSONTH 69 B K P hm i o AR 69 —472 —ANISON £
* jsonRDD : M4 £ #JRDDAw & £ 48 » X LRDD#) 4 L% & — A &4 ISONA £ 8 F 4§
¥

E% 0 VE HjsonFiledy ST T & — AN A 69 JSONSUH » BAT LM Ak 69 51 B &8 — AN A
B9JSONst £ o 28 RE » — AN S ATHISONIHEF & kK

// sc 1is an existing SparkContext.
val sglContext = new org.apache.spark.sql.SQLContext(sc)

// A JSON dataset is pointed to by path.

// The path can be either a single text file or a directory storing text files.
val path = "examples/src/main/resources/people.json"

// Create a SchemaRDD from the file(s) pointed to by path

val people = sqlContext.jsonFile(path)

// The inferred schema can be visualized using the printSchema() method.
people.printSchema()

// root
// |-- age: integer (nullable = true)
// |-- name: string (nullable = true)

// Register this SchemaRDD as a table.
people.registerTempTable("people'")

// SQL statements can be run by using the sgql methods provided by sqlContext.
val teenagers = sqlContext.sql("SELECT name FROM people WHERE age >= 13 AND age <= 19"
)

// Alternatively, a SchemaRDD can be created for a JSON dataset represented by
// an RDD[String] storing one JSON object per string.
val anotherPeopleRDD = sc.parallelize(

M name" 1 "yin", "address" : {"city":"Columbus", "state":"Ohio"}}""" :: Nil)
val anotherPeople = sqlContext.jsonRDD(anotherPeopleRDD)



Hive &

Spark SQL % #% M Apache Hive ¥ i 4o B A 4148 - &K » HiveH K EMRH » IAE TR &
4 fESpark &4 F o T -phive #7 -Phive-thriftserver 5 #K# & Spark » & & 4%
Hive o iz & XA EH M tgjar L LM 5 £ T AT A dgworker ¥ & F » B A €A1 F 28 E Hived)
2\t Fe K5 7 A 35 19) 44 % £ Hive F 89 4538 o

% FeHive—Ae T & » 7+ & # F £ HiveContext ° HiveContext A SQLContext4k & @ k& »
©H e T £ MetaStore T X I & A ZA| A HiveSql B & 14 69 1 f& o XA HiveR F 69 A P 4. =T XA
4] 7ZHiveContext ° % X A i id hive-site.xml BLE » E T4 A& S AT B & & % Hb)

ﬁ% metastore_db %ﬂ warehouse °

// sc 1is an existing SparkContext.
val sglContext = new org.apache.spark.sql.hive.HiveContext(sc)

sglContext.sql("CREATE TABLE IF NOT EXISTS src (key INT, value STRING)")

sqlContext.sql("LOAD DATA LOCAL INPATH 'examples/src/main/resources/kvil.txt' INTO TABL
E src")

// Queries are expressed in HiveQL
sqlContext.sql("FROM src SELECT key, value'").collect().foreach(println)
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AT AR 8 TR A b R SR A AT — 8 5 B T R AR LA o

&R AT %A 4 dE

Spark SQL*T ¥Aif id 78 A sqlcontext.cacheTable("tableName") 7 ik k& 74 1% A2 K A& X 89
& o RJG > Spark¥ &) i & 29 5] I B 8 33 4 BB vl Y W G 69 4R  2 R B 3% E K
69 B A7 o ARFT VLA LA A sqlcontext.uncacheTable("tableName") 7 ikt M 73 F M2k o

% WwRAREAR schemaRDD.cache() ™ A& sqlContext.cacheTable(...) , &G ~& MK
ANREH o £ZMHHEIT » sqlcontext.cacheTable(...) A& 5& A7 869 A ik o

T A f£ SQLContext £ 1% fl setConf7 ik 3 4 £ /ISQLE 32 4T SET key=value 4 kB E N H4%
% o

Property Name Default Meaning

4% & Atruelt »

spark.sqgl.inMemoryColumnarStorage.compressed  true %p%rfﬁgléﬁi’;izi

BFE—NEEEE -
ARG B BERIE K
ANKIS P NEHE o & D

spark.sgl.inMemoryColumnarStorage.batchSize 10000 RN HF AR EAR
&% R s 25 00Ms
EORARES

Heogm B LR

VXT@@LJH«ETVXH’—] 7T('LF]§§(§‘L}7$%L’]'TQI] i;;]lé o }ﬁ?]‘ﬁ ltbliiﬁ/\/fiy/{};éﬁﬁﬁj:\?ﬁm
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Property Name

spark.sql.autoBroadcastJoinThreshold

spark.sql.codegen

spark.sql.shuffle.partitions

Default

10485760(10m)

false

200

Meaning

BB — N EBRE AR
(byte) ° % #ATjoint1E

B AR AT BRI AT
A tgworker ¥ & o T A
B EA-1RERT # -
EE o BAreg gt 83E R
% ¥Hive Metastore & » 4~
4~ ANALYZE TABLE
<tableName> COMPUTE
STATISTICS noscan T.%7t

BA R EAT o

5 Jytruelt » R HW T
FR R CRAE 69K AS 3G & e
AT A AR o 3T —
WARA B REZXNGE

8 0 SR T SR D F ik
BRI A 3T
89 &1 0 XA IR S RIE
% 6 AT

fic B join & # R & 421k
shuffle$t 32 B - X 69 3 &



L esQL#o

Spark SQLAL X # B #247SQLE W E 0 » T BAEATKAG o

i 47 Thrift JDBC/ODBC /R 5 %

X E 5N Thrift JDBC/ODBCHE % % S Hive 0.12F 89 HiveServer24a — 2 o 4R ¥ ¥A A f£ Spark
KA Hive 0.121 # t9beelinely A M XJDBC/R % 5 o

4
o

y‘:ﬁ

o

o\

#Spark B & F 5 247 F @894 42 5 JDBC/ODBCHE %

./sbin/start-thriftserver.sh

ZA RAE AT bin/spark-submit 44T 5% » Je E—A __hiveconf %% A %48 #Hive
By ME o ARFTVAIE4T . /sbin/start-thriftserver.sh --help z’%%‘ﬂ%’“ﬁﬁﬁq)ﬂ M 8 7 5’]% o B
INHERLT » IR% % B9 localhost:10000 ° RT AR T ERE SR LT F o

export HIVE_SERVER2_THRIFT_PORT=<listening-port>
export HIVE_SERVER2_THRIFT_BIND_HOST=<listening-host>
./sbin/start-thriftserver.sh \

--master <master-uri> \

RABLAARERS

2&

./sbin/start-thriftserver.sh \
--hiveconf hive.server2.thrift.port=<listening-port> \
--hiveconf hive.server2.thrift.bind.host=<listening-host> \
--master <master-uri>

3

=2

>\.ﬂ

I A4 AR 7T VA beeline ] X Thrift JDBC/ODBCR %

o

o\

./bin/beeline

# 42 2| Thrift JDBC/ODBC/R % & 69 77 X% T :

beeline> !connect jdbc:hive2://localhost:10000


https://cwiki.apache.org/confluence/display/Hive/Setting+Up+HiveServer2

Beelined§ 214 R4 A P L An B8 o frdE A0, » A 2 ARIE G A P L Fe 2 B
17T o st TaaX s T iz BBeeline L 4% 69148 L AT ©

N /'

1z 1TSpark SQL CLI

Spark SQL CLIE—/MEA] 89 T A » BT XL K3EFTHive LA R % ~ IATHSATIMAN &
14 o 7% » Spark SQL CLIF #%5 Thrift JDBCAR % % i 13 ©

#£ Spark B & 247 F @ 6947 4T VA B 33 Spark SQL CLI °

./bin/spark-sql


https://cwiki.apache.org/confluence/display/Hive/HiveServer2+Clients

2 515 5 £ i (Language-Integrated) ) 48 %

ETERGM R LG Z TR ME > YR I scala o

Spark SQL X #F A ABAF TEZh 5 & o

// sc 1is an existing SparkContext.

val sglContext = new org.apache.spark.sql.SQLContext(sc)

// Importing the SQL context gives access to all the public SQL functions and implicit
conversions.

import sglContext._

val people: RDD[Person] = ... // An RDD of case class objects, from the first example.

// The following is the same as 'SELECT name FROM people WHERE age >= 10 AND age <= 19'

val teenagers = people.where('age >= ) .where('age <= ) .select('name)
teenagers.map(t => "Name: " + t(0)).collect().foreach(println)

(| —

DSL1% A Scala®) 4 5 5k & 7 £ # £ & (underlying table) ¥ 9] » X 7| ART 4 ()z 7 © K
AT 5 1 XAk Bk b SQLIAT 31 F i+ F a9 R A X o AR T A £ ScalaDoc + T @1y -


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.sql.SchemaRDD

Spark SQL % & & #!

o

o

o

ByteType : RA&A—/NF ¥ 69 % %% - L HL-128%]127
ShortType : K& A AF ¥ 8 %% o B %-32768532767
IntegerType : REANF 7 89 %4 - L H 2£-2147483648%]2147483647
LongType : K A84 5 ¥ 69 % % - 68 £-9223372036854775808 %
9223372036854775807
FloatType : X &45 ¥ 89 45 15 A %K
DoubleType : X &85 7 693Uk & iF & 4
DecimalType : R EAAMEZ 452 6910 4] 248 - 1@ & A 3% 69java.math.BigDecimal &
¥ o BigDecimaldy — AME & 4f B 69 8 A 3k A7 B AR An — AN324% B £ 28 A%,
StringType : K& —AF & & 44
BinaryType : X & — " byte/7 7|14
BooleanType : X &booleant
Datetime £ %!
= TimestampType : R&AESFESF - A B K> 5 #694a
= DateType : Rk &2F&F > A B
BREA
= ArrayType(elementType, containsNull) : X & @1elementType £ & 7T % 4 & 89 5
7|45 o containsNull M k4880 ArrayType P 89442 & A nullfd
n MapType(keyType valueType, valueContainsNull) : & & 6146 — 4% - {33 69
& - il i keyType & Tkey#k ¥ 69 £ A » 3@ FvalueType & TvaluefiiE 69 £
A o valueContainsNull k4880 mapType T 894 A TG %‘nullfx_
» StructType(fields): & = —MNMA structFields (fields) A 7|4 #6944
= StructField(name, dataType, nullable):/X & structType F &8 —4NF& » F
B4 Fi83d name 18 F ° dataType 18 Efield®94&E XA » nullable & &
FH A F A NnullE -

Spark ) FT A 448 R AVAR E LA 8 org.apache.spark.sql P * AR T A import
org.apache.spark.sql._ 7 [F] €41 °



CAREE ok % &2

&/ Scala¥f #918 £ A AP

ByteType Byte ByteType

ShortType Short ShortType

IntegerType Int IntegerType

LongType Long LongType

FloatType Float FloatType

DoubleType Double DoubleType

DecimalType scala.math.BigDecimal DecimalType

StringType String StringType

BinaryType Array[Byte] BinaryType

BooleanType Boolean BooleanType

TimestampType  java.sql.Timestamp TimestampType

DateType java.sqgl.Date DateType
ArrayType(elementType,

ArrayType scala.collection.Seq [containsNull]) & &
containsNullZK A # true
MapType(keyType,
valueType,

MapType scala.collection.Map [valueContainsNull]) /= &
valueContainsNull ZK ik 4
true
StructType(fields) *» =&
fields &£ — 4~StructField 5

StructType org.apache.spark.sql.Row 5] > 48 B 4 5 84 7 A
StructField 7~ 4% £, 7

The value type in Scala of the data
StructField type of this field (For example, Int for ~ StructField(name,

a StructField with the data type
IntegerType)

dataType, nullable)
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Graphx A£—N#8 spark apr * A T B F 4% X E( graph-parallel )&91t
H o eraphx it 5] AResilient Distributed Property Graph : T Afe 39 Bt A % &
B > ky F spark oD ° A T XIFBEITHE 0 eraphx A — AR KRG REBE AR - MiLE
89 Pregel API ° A I GraphX a7 —"1H iéigﬁé@@ﬁ%f”@ builders #9 %/a\ > VA
LB ATAE S o

MAER AR EZTEE s RETERORNEUAR BN RIEGEERCRHHTH L3099
i XNE A% (deGiraphfeGraphLab) 89 &k o 183 R&T R &K 697 LB 5] AFT 09 AR %k
R oA BB o EERLTAZHBONITE Z BN H ik > w—Mey oA X#&E A% ( data-
parallel ° %o spark > mapreduce ) 'H&?E’c% °

Data-Parallel

ClhErED 2
Spark
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 Graph-Paralle
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~ |

-
T sERTER

o

Pregel Graphlab" # &4

GIRAPH

Property Graph

-

Rew—
—_E—
—Row™

AR > B RA T RK T H R TIAR SHRE - 22 RpERFRAGESHERZ (B
BENERENEMIFEEATHESARNTTE) RS L4 stages © A KA H K
BIERETEMNG BT LR —REBIETRATZARAERFEHLA o


http://giraph.apache.org/
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Graphx il B 69 B 8938 2% graph-parallel #7 data-parallel Z—2—4NALT »

AR

GANA — AR — 8 L8 E5API © GraphX/t‘LfHﬂF/H%i%E L —4EA—2%4 (RDD) * A1

FEEESHRA LA o B

BAE 0 IAT o
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B
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# graph-parallel A% ° GraphX#

E9% LA



45
=)
T4 89 % —F & 3] ASpark#=GraphX 2| 1R 69 B F » 4= T @ A7 =

mport org.apache.spark._

import org.apache.spark.graphx._

// To make some of the examples work we will also need RDD
import org.apache.spark.rdd.RDD

4o AR % A 1 2| Spark shell » 4732 4% % #SparkContext °



Bt B

BRAZ—AN AR CRAERINENMRFLORA P ZXLHR - AOSEA
FEAATHRAFAFGRAB QT A o LFFATRORES HILTREDF > MFHT A
THEG L S AY K A (Bl co-worker #7 friend ) o FAT &M — A — 696442 Kk 694712 4F

( vertexip ) 4 key ° Graphx FF&A 3t W & AR R BAALATHE G o FIAE - h 904 48 52 69 TR
Ao B 8 TR AARIRAE o

B P B A3 vertex(vp) 7 edge(Ep) R A FAL o XM A H A RN B Aoy 40 KA 69 2 £
BEA .

A2 REATRT » R E T » KAVTGEA Z A T F B RA G TR 2 o 7T VA i 4
R o Blde > R p Ao BRBER—A=0 B > RNTARLT 7K

class VertexProperty()

case class UserProperty( ) extends VertexProperty

case class ProductProperty( ) extends VertexProperty
// The graph might then have the type:

var graph: Graph[VertexProperty, String] =

Fo rop —H 0 BMEEE AT L ~ 5 K ~ B o BOERE BT T EER
—ANFBAREN - EF 0 REBYG R AN ATALEH AT ER » Ak TEZHHE
TN FABE LR A o PITEERA AP M AP RRIKERNBARITH)R © 42 rop —
#oBOENATRITUALERARSHE LT R EHVNELETFOME L o

B L B Rt T2t £ALE £ 6 (RDD), ZNESOEHE NN AFLYG B - B
b AT AL REATMAf LRI EE -

class Graph[VvD, ED] {
val vertices: VertexRDD[VD]
val edges: EdgeRDD[ED]

}

VertexRDD[VD] # EdgeRDD[ED] 2% 7& RDD[(VertexID, VD)] ﬁﬂ RDD[Edge[ED]] &9 4k KA1k
REA ° vertexRDD[VD] #7 EdgeRDD[ED] AR4%HE T 4 9164 B 1+ H o) fe F 4R 4% W ERL L T B8

o b B ) 5] T

B BB E NI craphx A FREASEHFGBEMA - TABHRTROSA P L
AaBR Al o RAVT AR M ESAF A X AT #4722


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph

Property Graph Vertex lable

Id Property (V)

(rxin, student)

(jgonzal, postdoc)

B
:
5 (franklin, professor)
2

(istoica, professor)

Edge Table

Srcld Dstld Property (E)
3 7 Collaborator
5 3 Advisor
2 5 Colleague
5 7 Pl

ARBAA W TRUEL

val userGraph: Graph[(String, String), String]

B — AR X~ RODM & — BB AR S 7 ik o g —A# 89 7 & A4% A B Graph
object o T @& KA MNRDD & &4 R B R o

// 1% SparkContext ©4ke|H#

val sc: SparkContext
// €13 T ARDD
val users: RDD[(VertexId, (String, String))] =
sc.parallelize(Array((3L, ("rxin", "student")), (7L, ("jgonzal", "postdoc")),
(5L, ("franklin", "prof")), (2L, ("istoica", "prof"))))

// RIF#HRDD
val relationships: RDD[Edge[String]] =
sc.parallelize(Array(Edge(3L, 7L, "collab"), Edge(5L, 3L, "advisor'),
Edge(2L, 5L, "colleague"), Edge(5L, 7L, "pi")))
// KLk A
val defaultUser = ("John Doe", "Missing")
// it A

val graph = Graph(users, relationships, defaultUser)

£ E@egpFF o AR 2] TEdgetE 2K © edge £A —A srcid ## dstrd 25 * 2 T
A B AR TR G9AZ RAF o Bb > Edge BA —A attr R ARG LB o

FAVT A %A graph.vertices #7 graph.edges & 0§ —ANE Mg A48 5 69 TR B Andd o


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph$
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Edge

val graph: Graph[(String, String), String] // Constructed from above

/7 TR KA R P

graph.vertices.filter { case (id, (name, pos)) => pos == "postdoc" }.count
YVAR V& SEaEvE e

graph.edges.filter(e => e.srcId > e.dstId).count

2% » “graph.vertices & ®—4VertexRDD[(String, String)] > €4 /KT RDD[(VertexID, (Stri
ng, String))]’ ° AIAKANIT A A scalaticaseRE XM EANALL e H—H @ >

‘graph.edges & & —4 &4 Edge[String]  * %4 EdgeRDD" ° HATLTIAMA 23| "case X ERH R E > 4o
T o

graph.edges.filter { case Edge(src, dst, prop) => src > dst }.count

BT EMEBGTR &L AE » craphx LEET M UARE » ZAABEZH LKW A
Fo iy 89 B AR 4 # — A ROD[EdgeTriplet[vD, ED]] * € L2 EdgeTripletX g4 o T A
T@e) sql RAXNEFTEANMZAMBEEE L o

SELECT src.id, dst.id, src.attr, e.attr, dst.attr
FROM edges AS e LEFT JOIN vertices AS src, vertices AS dst
ON e.srcId = src.Id AND e.dstId = dst.Id

RABLTEOGERET ©

Vertices: % Edges: Triplets:

EdgeTriplet K4 KT Edge £ > FEMMAT srcattr #2 dstattr AR5 2 X AR R 25
e RA BB BN o RMNTAA N LARARERLFHEES > ARMAER P ZH G X
% o

val graph: Graph[(String, String), String] // Constructed from above
// Use the triplets view to create an RDD of facts.
val facts: RDD[String] =
graph.triplets.map(triplet =>
triplet.srcAttr._1 + " is the " + triplet.attr + " of " + triplet.dstAttr._1)
facts.collect.foreach(println(_))


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.EdgeTriplet

] 4R AE At

{F4eRDDs# A A 694 4Emap, filterfzreduceByKey—# » & B a4 KAy £ 6451F »
RERERARA P BT L XREGZ L QBB EHOHA o T LEGraph T 8 2o
BAFZZIMACE Z I o R T AL SIRIE AL R FBRE T LACraphOpsF - K2 A A
A Scalaty g X4k » T L4 craphops T EIERAETAEH Graph 8RR B 1L o Bl » &
MT Al T @) Nt FE 54T & (5 LEGraphOps 7 )8 A K »

val graph: Graph[(String, String), String]
// Use the implicit GraphOps.inDegrees operator
val inDegrees: VertexRDD[Int] = graph.inDegrees

R 5 #%5 B4RAEA eraphops #9REZA T M Rk LA TR B R T o 4B RTAR LA
R ZIHAERIR S T UL eraphops T A FHEAE

B — 1

VAT AR L/ Graph #2 Graphops F (A T H£A W » R A B RR ) 693 gy Peik 7
WoeoZE o XERFELCEFI (wHKAAFAXBGIRB OHIR) » —R 8 ZEB0F 4
M Mk > BT vAiE 5 APISUAS T M B 7 89 34F 7] & o

/** Summary of the functionality in the property graph */
class Graph[vD, ED] {
// Information about the Graph S e e e e e e e T L

val numEdges: Long

val numVertices: Long

val inDegrees: VertexRDD[Int]

val outDegrees: VertexRDD[Int]

val degrees: VertexRDD[Int]

// Views of the graph as collections ==================o-—o—o—o—oo—ooooooooooooooooooos

val vertices: VertexRDD[VD]

val edges: EdgeRDD[ED]

val triplets: RDD[EdgeTriplet[VD, ED]]

// Functions for caching graphs ====================================================

def persist(newLevel: StoragelLevel = StoragelLevel.MEMORY_ONLY): Graph[VD, ED]

def cache(): Graph[VvD, ED]

def unpersistVertices(blocking: Boolean = ): Graph[VD, ED]

// Change the partitioning heuristic ==============================================

def partitionBy(partitionStrategy: PartitionStrategy): Graph[VD, ED]


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphOps

def mapVertices[VD2](map: (VertexID, VD) => VD2): Graph[VD2, ED]

def mapEdges[ED2](map: Edge[ED] => ED2): Graph[VD, ED2]

def mapEdges[ED2](map: (PartitionID, Iterator[Edge[ED]]) => Iterator[ED2]): Graph[VD
, ED2]

def mapTriplets[ED2](map: EdgeTriplet[VD, ED] => ED2): Graph[VD, ED2]

def mapTriplets[ED2](map: (PartitionID, Iterator[EdgeTriplet[VD, ED]]) => Iterator[E
D2])

: Graph[VD, ED2]
//- Modilfy: the graph’ stiUctle =================c==c—=————o———————c——————c—o—o—ooooooo=

def reverse: Graph[VvD, ED]
def subgraph(

epred: EdgeTriplet[VD,ED] => Boolean = (x => true),

vpred: (VertexID, VD) => Boolean = ((v, d) => true))

: Graph[VD, ED]

def mask[VD2, ED2](other: Graph[VvD2, ED2]): Graph[VD, ED]
def groupEdges(merge: (ED, ED) => ED): Graph[VD, ED]
// Join RDDs with the graph ======================-==-=oo-—oo=—ooooooooooooooo=oo=======

def joinVertices[U](table: RDD[(VertexID, U)])(mapFunc: (VertexID, VD, U) => VD): Gr
aph[VvD, ED]
def outerJoinVertices[U, VvD2](other: RDD[(VertexID, U)])
(mapFunc: (VertexID, VD, Option[U]) => VD2)
: Graph[VD2, ED]
// Aggregate information about adjacent triplets ===================================

def collectNeighborIds(edgeDirection: EdgeDirection): VertexRDD[Array[VertexID]]
def collectNeighbors(edgeDirection: EdgeDirection): VertexRDD[Array[(VertexID, VD)]]
def aggregateMessages[Msg: ClassTag](

sendMsg: EdgeContext[VD, ED, Msg] => Unit,

mergeMsg: (Msg, Msg) => Msg,

tripletFields: TripletFields = TripletFields.All)

. VertexRDD[A]

// Iterative graph-parallel computation ==========================o=======oo==o========

def pregel[A](initialMsg: A, maxIterations: Int, activeDirection: EdgeDirection)(
vprog: (VertexID, VD, A) => VD,
sendMsg: EdgeTriplet[VD, ED] => Iterator[(VertexID,A)],
mergeMsg: (A, A) => A)
: Graph[VD, ED]
// Basic graph algorithms ==========================================================

def pageRank(tol: Double, resetProb: Double = 0.15): Graph[Double, Double]
def connectedComponents(): Graph[VertexID, ED]

def triangleCount(): Graph[Int, ED]

def stronglyConnectedComponents(numIter: Int): Graph[VertexID, ED]

By PERAE
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class Graph[VvD, ED] {
def mapVertices[VD2](map: (VertexId, VD) => VD2): Graph[VD2, ED]
def mapEdges[ED2](map: Edge[ED] => ED2): Graph[VD, ED2]
def mapTriplets[ED2](map: EdgeTriplet[VD, ED] => ED2): Graph[VD, ED2]

TR A —AF R > IAFOE SR A P A T L mapiR 5 BUs 8T A
R0 By TE o

EE 0 BABATEEMBERZH R o AEREG N EEZHELCAFIFTAY EN
JRA B 6 %M &3] (indices) ° T@A AMATRAEFZHE LLZHENG  2EEF-NTREEHE
3l 2 FTVA &M GraphX £ AL F 2 & o

val newVertices = graph.vertices.map { case (id, attr) => (id, mapudf(id, attr)) }
val newGraph = Graph(newVertices, graph.edges)

A —# 7 ik & Amap\Vertices=»>VD2)(ClassTag[VD2]):Graph[VD2,ED])#% % % 5] °

val newGraph = graph.mapVertices((id, attr) => mapudf(id, attr))

REBAEZE R kL B » AR T IHHERE AN KRR A REF LGB o 4]
do s B —ANE > ZAE TR R G4 B E 0 &A1 4 PageRank#1# 1L € ©

// Given a graph where the vertex property is the out degree
val inputGraph: Graph[Int, String] =
graph.outerJoinVertices(graph.outDegrees)((vid, _, degOpt) => degOpt.getOrElse(0))
// Construct a graph where each edge contains the weight
// and each vertex is the initial PageRank
val outputGraph: Graph[Double, Double] =
inputGraph.mapTriplets(triplet => / triplet.srcAttr).mapVertices((id, _) => )

MR AR

% AT 89 Graph XA AR X 4§ — 28 1 3 69 % A LA PEARAE o Tl 2R AR LS HRIES] & o


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@mapVertices[VD2]((VertexId,VD

class Graph[VvD, ED] {
def reverse: Graph[VD, ED]
def subgraph(epred: EdgeTriplet[VD,ED] => Boolean,
vpred: (VertexId, VD) => Boolean): Graph[VD, ED]
def mask[VvD2, ED2](other: Graph[VD2, ED2]): Graph[VD, ED]
def groupEdges(merge: (ED, ED) => ED): Graph[VD,ED]

reverseiEE R G — AN B » BAB G 7 QA REN o Blde » IARETUA X
THHE R4 9PageRank © B A REEBIEZA S AR ARE DO BRREXRTHOKE » FIAR
MTA ERFSFHREZBIAEGHE AT AZEILE -

subgraph=Boolean,(Vertexld,VD)=Boolean):Graph[VD,ED])4&1E #| F T & F= 34 69 | b7
X (predicates) » &I #) B AxAR 47 R TR & | W7 X 69 TR A ~ 36 2 th 3] 7 X 69 3 A B 0% 2 TR
B BT X B9 TR & (connect vertices) ° subgraph 3ETUA TR S HF > Ww R B
A G TR & Fe 30 20 AR 89 B SR B R B TR T R AR B )5 09 B o TF i 89 5] T M FR T BT T A9 AR 3R o

// Create an RDD for the vertices
val users: RDD[(VertexId, (String, String))] =
sc.parallelize(Array((3L, ("rxin", "student")), (7L, ("jgonzal", "postdoc")),
(5L, ("franklin", "prof")), (2L, ("istoica", "prof")),
(4L, ("peter", "student"))))
// Create an RDD for edges
val relationships: RDD[Edge[String]] =
sc.parallelize(Array(Edge(3L, 7L, "collab"), Edge(5L, 3L, "advisor"),
Edge(2L, 5L, "colleague"), Edge(5L, 7L, "pi"),
Edge(4L, OL, "student"), Edge(5L, 0L, "colleague")))
// Define a default user in case there are relationship with missing user
val defaultUser = ("John Doe", "Missing")
// Build the initial Graph
val graph = Graph(users, relationships, defaultUser)
// Notice that there is a user 0 (for which we have no information) connected to users
// 4 (peter) and 5 (franklin).
graph.triplets.map(
triplet => triplet.srcAttr._1 + " is the " + triplet.attr + " of " + triplet.dstAt
tr._1
).collect.foreach(println(_))
// Remove missing vertices as well as the edges to connected to them
val validGraph = graph.subgraph(vpred = (id, attr) => attr._2 != "Missing")
// The valid subgraph will disconnect users 4 and 5 by removing user 0
validGraph.vertices.collect.foreach(println(_))
validGraph.triplets.map(
triplet => triplet.srcAttr._1 + " is the " + triplet.attr + " of " + triplet.dstAt
tr._1

).collect.foreach(println(_))

EE o E@magBl TP o ARRIRBET M EIFE o e REAARBER & KA L6978 19 > subgraph 32
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http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@reverse:Graph[VD,ED]
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@subgraph((EdgeTriplet[VD,ED]

mask(ClassTag[VD2], CIassTag[EDZ]) Graph[VD,ED])#4E #yi&—AFH » AT HE,
MART aEYT A feid o AARAET A Fn subgraph ’f?r:ﬁ;*ﬁ] Go5 o AT ANM—1XA él]#%
EEH RN o Blde > BN TRA A SRR AR ETEAAE (2 %38 24 connected
components) * RBGRE A FH o

/ Run Connected Components

val ccGraph = graph.connectedComponents() // No longer contains missing field
// Remove missing vertices as well as the edges to connected to them

val validGraph = graph.subgraph(vpred = (id, attr) => attr._2 != "Missing")
// Restrict the answer to the valid subgraph

val validCCGraph = ccGraph.mask(validGraph)

groupEdges=ED):Graph[VD,ED))# 1 &# % & F AT (M axt 1A £ 8 6918) -
EREGRARFF » FHATHDRTASH (ENHRESH) A—FLNREILE G K o
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LB OH YA P RHE RN TN —ANE FEE AL FAER AR FS—AEF o ZElES
TAM join BETKR o £ join ML FTH T o

class Graph[vD, ED] {
def joinVertices[U](table: RDD[(VertexId, U)])(map: (VertexId, VD, U) => VD)
: Graph[VD, ED]
def outerJoinVertices[U, VvD2](table: RDD[(VertexId, U)])(map: (VertexId, VD, Option[U
1) => VD2)
: Graph[VvD2, ED]
}

{ —

joinVertices])((Vertexld,VD U)=>VD)(CIassTag[U])'Graph[VD ED]) #1F join # A rDD #7
Mo > BRE—ANHFHEGHA R ARG E o LLEFIEEALAEFRNEGEREERAR P Z L
8 map HAEAFHY o KA LB AIRYE LR o

EE o N TAETHME » .o RRDD P A A1/ IR BAE » WA ARAE A2 P 69— A o 2238
FF @ 8 7 ik AR E ST ARDD 9 E— 1 o T 89 A AL & TR K 5] R E A 4E R A e B UG 42 agjoindk
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val nonUniqueCosts: RDD[(VertexID, Double)]
val uniqueCosts: VertexRDD[Double] =
graph.vertices.aggregateUsingIndex(nonUnique, (a,b) => a + b)
val joinedGraph = graph.joinVertices(uniqueCosts)(
(id, oldCost, extraCost) => oldCost + extraCost)


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@mask[VD2,ED2](Graph[VD2,ED2]
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@groupEdges((ED,ED
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphOps@joinVertices[U](RDD[(VertexId,U

TR P BZXmap i A BT A TR A fe AR TR B XAt > & — A28y
outerJoinVertices])((Vertexld,VD,Option[U])=VD2)
(ClassTag[U],ClassTag[VD2]):Graph[VD2,ED])5 joinvertices &4k o B A H FAPTAH M A
FARDD ¥ 4 A B 8944 » map & F & — Moption £ A o

val outDegrees: VertexRDD[Int] = graph.outDegrees
val degreeGraph = graph.outerJoinVertices(outDegrees) { (id, oldAttr, outDegOpt) =>
outDegOpt match {
case Some(outDeg) => outDeg
case None =>

RTHRCZEZEET » £ LB FF A Tourry Rkt % 545 % o BRKANT LK
f(a)(b) 5 Af(a,b) » 12 &f(a,b) &k Abe) XMW K A ok Tac At AP FRAZL 9%
RARBELEAARIE ©

val joinedGraph = graph.joinVertices(uniqueCosts,
(id: VertexID, oldCost: Double, extraCost: Double) => oldCost + extraCost)

184k %4 (Neighborhood Aggregation )

B9 MAE S 09— A~ R4 T HOTIL BN AL 6912 8 o Bl RN TREREENA P
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247l B (aggregateMessages)

GraphX F 8 4% R 632 1F £aggregateMessages=Unit,(A,A)=A, TripletFields)
(ClassTag[A]):VertexRDDI[A]) © & MNRAEI A P 5 SLEY sendwsg R4 A 5| B 89 B4 =4
41 (edge triplet) * A& & ] mergemsg FEAE K B 69 TH &R AL LK & o

class [vD, ED] {
def [Msg: ClassTag](
sendMsg: EdgeContext[VD, ED, Msg] => Unit,
mergeMsg: (Msg, Msg) => Msg,
tripletFields: TripletFields = TripletFields.All)
. VertexRDD[Msg]


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@outerJoinVertices[U,VD2](RDD[(VertexId,U
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@aggregateMessages[A]((EdgeContext[VD,ED,A]
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aggregateMessages=Unit,(A,A)=A,TripletFields)(ClassTag[A]):VertexRDDI[A]) #&1F & & — 4
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// Import random graph generation library
import org.apache.spark.graphx.util.GraphGenerators
// Create a graph with "age" as the vertex property. Here we use a random graph for s
implicity.
val graph: Graph[Double, Int] =

GraphGenerators.logNormalGraph(sc, numVertices = ) .mapVertices( (id, _) => id.toD
ouble )
// Compute the number of older followers and their total age
val olderFollowers: VertexRDD[(Int, Double)] = graph.aggregateMessages[(Int, Double)](

triplet => { // Map Function

if (triplet.srcAttr > triplet.dstAttr) {
// Send message to destination vertex containing counter and age
triplet.sendToDst (1, triplet.srcAttr)
}

+

// Add counter and age

(a, b) == (a._1 + b._1, a._ 2 + b._2) // Reduce Function
)
// Divide total age by number of older followers to get average age of older followers
val avgAgeOfOlderFollowers: VertexRDD[Double] =

olderFollowers.mapValues( (id, value) => value match { case (count, totalAge) => tot
alAge / count } )
// Display the results
avgAgeOfOlderFollowers.collect.foreach(println(_))

LA (AR &N ER) AFERDO ZAE RPN F B EA e
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http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.EdgeContext
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.EdgeContext@sendToSrc(msg:A
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.EdgeContext@sendToDst(msg:A
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@aggregateMessages[A]((EdgeContext[VD,ED,A]
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@aggregateMessages[A]((EdgeContext[VD,ED,A]
http://spark.apache.org/docs/latest/api/java/org/apache/spark/graphx/TripletFields.html
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class Graph[VvD, ED] {
def mapReduceTriplets[Msg](
map: EdgeTriplet[VD, ED] => Iterator[(VertexId, Msg)],
reduce: (Msg, Msg) => Msg)
: VertexRDD[Msg]

mapReduceTriplets #EAHENZ LA LE AR P 2 L éimapidk » RE®&AERAA P T L
fyreduce HE R E-09 7K & o K » RATRIA P ARG ERE AP > CWH T KAV BAe
AIMEAC (B 4o RITR B89 A7 % 5 )89 66 o aggregateMessages=Unit,

(A,A)=A TripletFields)(ClassTag[A]):VertexRDD[A]) & % = L4 F B Ae 3 B 7 09 K %04 & 3
BAB R E o FH > KN TFYEAMNEREELN P IAZAAGREFTREFRE
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val graph: Graph[Int, Float] = ...
def msgFun(triplet: Triplet[Int, Float]): Iterator[(Int, String)] = {
Iterator((triplet.dstId, "Hi"))

}
def reduceFun(a: Int, b: Int): Int = a + b

val result = graph.mapReduceTriplets[String](msgFun, reduceFun)

T@eg4KeS R 2] T aggregateMessages

val graph: Graph[Int, Float] = ...
def msgFun(triplet: EdgeContext[Int, Float, String]) {
triplet.sendToDst("Hi")

3

def reduceFun(a: Int, b: Int): Int = a + b
val result = graph.aggregateMessages[String](msgFun, reduceFun)
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http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@aggregateMessages[A]((EdgeContext[VD,ED,A]
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphOps

def (a: (VertexId, Int), b: (VertexId, Int)): (VertexId, Int) = {
if (a._2 > b._2) a else b
}

val maxInDegree: (VertexId, Int) = graph.inDegrees.reduce(max)
val maxOutDegree: (VertexId, Int) = graph.outDegrees.reduce(max)

val maxDegrees: (VertexId, Int) = graph.degrees.reduce(max)

Collecting Neighbors

AEEFLT » @R EHEANN ARG ARG BEREETETRER S o &
=T VA3 i collectNeighborlds:VertexRDD[Array[VertexId]]) #=
collectNeighbors:VertexRDD[Array[(VertexId,VD)]])#& 1 & 4 # 69 % &

class [vD, ED] {
def (edgeDirection: EdgeDirection): VertexRDD[Array[VertexId]]
def (edgeDirection: EdgeDirection): VertexRDD[ Array[(VertexId, VD)]
]
}

RBWBREZEFTH T AACNTEEENREAFRENEARE - RXTi» RE
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http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphOps@collectNeighborIds(EdgeDirection
http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphOps@collectNeighbors(EdgeDirection

Pregel API

BASZ# a5 &M > TR BMERB T CI140E 6 Bt > X HAR T 69 B M AR T
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A )


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphOps@pregel[A](A,Int,EdgeDirection

class GraphOps[VD, ED] {
def pregel[A]
(initialMsg: A,
maxIter: Int = Int.MaxValue,
activeDir: EdgeDirection = EdgeDirection.Out)
(vprog: (VertexId, VD, A) => VD,
sendMsg: EdgeTriplet[VD, ED] => Iterator[(VertexId, A)],
mergeMsg: (A, A) => A)
: Graph[VD, ED] = {
// Receive the initial message at each vertex
var g = mapVertices( (vid, vdata) => vprog(vid, vdata, initialMsg) ).cache()
// compute the messages
var messages = g.mapReduceTriplets(sendMsg, mergeMsg)
var activeMessages = messages.count()
// Loop until no messages remain or maxIterations is achieved
var i =0
while (activeMessages > 0 && 1 < maxIterations) {
// Receive the mMessagesS: ------ oo mm oo o oo
// Run the vertex program on all vertices that receive messages
val newVerts = g.vertices.innerJoin(messages)(vprog).cache()
// Merge the new vertex values back into the graph
g = g.outerJoinVertices(newVerts) { (vid, old, newOpt) => newOpt.getOrElse(old)
}.cache()
// Send MEeSSaAQgeS: - ----- - - - o m o m o m oo
// Vertices that didn't receive a message above don't appear in newVerts and the
refore don't
// get to send messages. More precisely the map phase of mapReduceTriplets is o
nly invoked
// on edges in the activeDir of vertices in newVerts
messages = g.mapReduceTriplets(sendMsg, mergeMsg, Some((newVerts, activeDir))).c
ache()
activeMessages = messages.count()
i+=1

% o pregelH /N5 4P & (graph.pregel(list1)(list2)) ° H—N5EF| L ELLRE
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import org.apache.spark.graphx._
// Import random graph generation library
import org.apache.spark.graphx.util.GraphGenerators
// A graph with edge attributes containing distances
val graph: Graph[Int, Double] =

GraphGenerators.logNormalGraph(sc, numVertices = 100).mapEdges(e => e.attr.toDouble)
val sourceId: VertexId = 42 // The ultimate source
// Initialize the graph such that all vertices except the root have distance infinity.
val initialGraph = graph.mapVertices((id, _) => if (id == sourceld) 0.0 else Double.Po
sitiveInfinity)
val sssp = initialGraph.pregel(Double.PositiveInfinity)(

(id, dist, newDist) => math.min(dist, newDist), // Vertex Program

triplet => { // Send Message

if (triplet.srcAttr + triplet.attr < triplet.dstAttr) {
Iterator((triplet.dstId, triplet.srcAttr + triplet.attr))

} else {
Iterator.empty
}
+
(a,b) => math.min(a,b) // Merge Message
)

println(sssp.vertices.collect.mkString("\n"))



BE k%3

GraphX# 4 7 /Uit 7 AARDD R A # & LG e B SMER - KIAFALT » ZANANE
MEBEHZABGAEHSR > mARAKRGERINGSTRF (#]4HDFST BA169 74

) o Graph.groupEdges=ED):Graph[VD,ED]) % & T# 45 R A » BA CRTAF 694 &
WA BB Fl— /N5 R o AT AR LR 128 i groupEdges X 7 7]

R Graph.partitionBy:Graph[VD,ED])

object GraphLoader {
def edgelListFile(
sc: SparkContext,
path: String,
canonicalOrientation: Boolean = ,
minEdgePartitions: Int = 1)
: Graph[Int, Int]

GraphLoader.edgelListFile:Graph[Int,Int]) 34 T — A7 XA # & Lagh 5] & P hmBE—ME o
CHRNTH X (RMAID BAATAID) 69EER > Sl » bk 09 EHAT

# This is a comment
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https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@groupEdges((ED,ED
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph@partitionBy(PartitionStrategy
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.GraphLoader$@edgeListFile(SparkContext,String,Boolean,Int
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.lib.ConnectedComponents$

object Graph {

def apply[VD, ED](
vertices: RDD[(VertexId, VD)],
edges: RDD[Edge[ED]],
defaultVertexAttr: VD = )

: Graph[VD, ED]

def fromEdges[VD, ED](
edges: RDD[Edge[ED]],
defaultvValue: VD): Graph[VD, ED]

def fromEdgeTuples[VD](
rawedges: RDD[(VertexId, VertexId)],
defaultvalue: VD,
uniqueEdges: Option[PartitionStrategy] = None): Graph[VD, Int]

Graph.apply],RDD[Edge[ED]],VD)(ClassTag[VD],ClassTag[ED]):Graph[VD,ED]) A # M T &
Ao YRDD LA — AR o TR ETUMEZ G RFLF A ELRDDY @ F AL R A
RDD ¥ & 369 TR & 2 BLBKIN 69 B o

Graph.fromEdges(ClassTag[VD],ClassTag[ED]):Graph[VD,ED]) A #F4x X )k — /42 RDD L €]
—/A > CAFHHAERRAGT A » H 9 BT EKINGE -

Graph.fromEdgeTuples],VD,Option[PartitionStrategy])(ClassTag[VD]):Graph[VD,Int]) A& #F1%
N — A B AR EIRDD LA —ANE o S EAUHEA1 - CHAAELREHTE
o B X TR A BKINGE o B XMk o AT MR » F 248 —AMPartitionStrategy A
1849 some 1F A uniquekdges %%k (%=uniqueEdges =

Some(PartitionStrategy RandomVertexCut)) © 2Bl Bl 693 3] F] — A4 R M fmdE e A7 =T A
M s — A R RWESTLIM Y o


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph$@apply[VD,ED](RDD[(VertexId,VD
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph$@fromEdges[VD,ED](RDD[Edge[ED]],VD
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.Graph$@fromEdgeTuples[VD](RDD[(VertexId,VertexId
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.PartitionStrategy

N & #4231 RDDs

GraphX A ER A AR T M &F L RDD » Kd > B A GraphX &4 89 W &AL I A Ak 8
RABLEHN » REHFIEZE R T H I AL - R EFh 9 3K E vertexRDd #7 EdgeRDD © X
—F RAMGF T NG —LF A G -

VertexRDDs

VertexRDD[A] Z£7K Bl RDD[(VertexID, A)] FFELiHe T 1 sh g R4 ﬂﬁ?}i%&/\ vertexID R A&
BI—R o I > vertexron[a] RE T —HEMERAANGT L o £AF qRAEM A
Bl 3] — 7T & B 42 A #9hash-map2 3B 254 R RAF o BT vk > 4o R A A vertexrops M8 F 89 &
A vertexrop FKAF (&aiﬁiifilterﬁi%mapValues) » AR A Bl A ET R Wi AR R
hashi o A TA A Z AR5 % IB 44 > vertexrop R FE T — T Mgz at

class VertexRDD[VD] extends RDD[(VertexID, VD)] {

// Filter the vertex set but preserves the internal index

def filter(pred: Tuple2[VertexId, VD] => Boolean): VertexRDD[VD]

// Transform the values without changing the ids (preserves the internal index)

def mapValues[VD2](map: VD => VD2): VertexRDD[VD2]

def mapvalues[VD2](map: (VertexId, VD) => VD2): VertexRDD[VD2]

// Remove vertices from this set that appear in the other set

def diff(other: VertexRDD[VD]): VertexRDD[VD]

// Join operators that take advantage of the internal indexing to accelerate joins (
substantially)

def leftJoin[vD2, VD3](other: RDD[(VertexId, VD2)])(f: (VertexId, VD, Option[VD2]) =
> VD3): VertexRDD[VD3]

def innerJoin[U, VD2](other: RDD[(VertexId, U)])(f: (VertexId, VD, U) => VD2): Verte
XRDD[VD2]

// Use the index on this RDD to accelerate a "reduceByKey  operation on the input RD

def aggregateUsingIndex[VD2](other: RDD[(VertexId, VD2)], reduceFunc: (VD2, VD2) =>
VD2): VertexRDD[VD2]

}

BABIF 0 filter #AF4fTE @ — MVertexRDD © i 78 3 52 548 Al — A Bitset 3L > HL
CHRBERN LI ABRRGI LT vertexrops MIE T2 F RGEES o A > mapvalues 1%
YE RATF map BE LT vertexip ° B LT VAIRIEAE ] 69 Hashmap B AES TH o B &

A AINARF 8 hashmap IR I8 VertexRDDsFr 4% il S b da # f & Fh5t 69 B &R e 5%
FEBY » leftJoin A7 innerJoin AR AE4HAE A o



M—A RDD[ (VertexID, A)] é%iiﬁbﬁgii"’ﬁgﬁﬁﬁ VertexRDD °* aggregateUsingIndex %%4?%%35
ey oAl eRERALE—HTNAMET —A vertexrRDD[B] ° ™ VertexRDD[B] & —

2 RpD[(VertexID, A)] P EEGABLE » A2 KAV T AL RS VARG & 5] ROD[(VertexID,
A)] FERAEG o e

val setA: VertexRDD[Int] = VertexRDD(sc.parallelize(OL until L).map(id => (id, 1)))
val rddB: RDD[(VertexId, Double)] = sc.parallelize(OL until L).flatMap(id => List((
id, ), (id, )))

// There should be 200 entries in rddB

rddB.count

val setB: VertexRDD[Double] = setA.aggregateUsingIndex(rddB, _ + _)

// There should be 100 entries in setB

setB.count

// Joining A and B should now be fast!

val setC: VertexRDD[Double] = setA.innerJoin(setB)((id, a, b) => a + b)

EdgeRDDs

EdgeRDD[ED] k7K Bl RDD[Edge[ED]] ° 1% A & L 4& PartitionStrategy ) & 5 R K% F 69 — A4
BERPRFPALRY - EHBAFTRT > L EEFARRENES HRE » S BEERTE > BN
TAm AL EA o

EdgeRDD & & T = AN%0 969 5% 4

// Transform the edge attributes while preserving the structure

def mapValues[ED2](f: Edge[ED] => ED2): EdgeRDD[ED2]

// Revere the edges reusing both attributes and structure

def reverse: EdgeRDD[ED]

// Join two "EdgeRDD's partitioned using the same partitioning strategy.

def innerJoin[ED2, ED3](other: EdgeRDD[ED2])(f: (VertexId, VertexId, ED, ED2) => ED3):
EdgeRDD[ED3]

{ —

FERSHGE AT RATR I » EdgeRDDH#HAF 7T A3 1§ B #1F 4 (graph operators) & 4 & L
1 L ARDD ¥ 0942 4F &k A& ©


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.PartitionStrategy

A ik

GraphX &3 — BB F A R Lo 1E S o LEF XG4 org.apache.spark.graphx.lib &
oo T AR B A5 I o

PageRank ¥ %

PageRankZ 2 —MNE T HANM w ) FZA2E » BEINUBIVE)— KA RAVE T RMAZE o 4]
4o s —ANTwitter A P % % L€ AW > %A P LR Z o GraphX# A # A F= 3 ZPageRank
By I Ak o Xk fEPageRank objectF o # A f9PageRankEAT B & X4t 89K > f3h
A #9PageRank— H & 4T » B2 ° GraphOps A BB R R L FXEA B Loy ik o

GraphX &4 — A~ &A1 7T ¥4 & {TPageRank #9 4 X M % %% £ 0946 F - A P &
fE graphx/data/users.txt P » P Z A &) % A f£ graphx/data/followers.txt P o &A1 T
@ &9 7 ATt A &SR P HjPageRank e

// Load the edges as a graph
val graph = GraphLoader.edgelListFile(sc, '"graphx/data/followers.txt")
// Run PageRank
val ranks = graph.pageRank( ) .vertices
// Join the ranks with the usernames
val users = sc.textFile('"graphx/data/users.txt").map { line =>
val fields = line.split(",")
(fields(0).toLong, fields(1))
}
val ranksByUsername = users.join(ranks).map {
case (id, (username, rank)) => (username, rank)
}
// Print the result
println(ranksByUsername.collect().mkString("\n"))

RN A

WARE X RidAz EE F AR > FERIKFF 5 RO & 6iIdIE A @R 6gid o )
do 0 AR ML T o AR T ALLA 2 o GraphX4£ ConnectedComponents object F &
ET—AEXOEN > ZMNAZTEH AT AR PLEIEE P o9EAR o


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.lib.PageRank$
https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.lib.ConnectedComponents$

/ Load the graph as in the PageRank example
val graph = GraphLoader.edgeListFile(sc, "graphx/data/followers.txt")
// Find the connected components
val cc = graph.connectedComponents().vertices
// Join the connected components with the usernames
val users = sc.textFile('"graphx/data/users.txt").map { line =>
val fields = line.split(",")
(fields(©).toLong, fields(1))
}
val ccByUsername = users.join(cc).map {
case (id, (username, cc)) => (username, cc)
}
// Print the result
println(ccByUsername.collect().mkString("\n"))

Z AW %

— AN AEA B A AREG TR & A BoAB AR TR & 8] 89 3 B o L/I\Tﬁ,‘k\ﬂ*‘/\f—ﬁlﬁ/’ By —38 5
GraphXTriangleCount object ¥ FHT —AMZABHRI % » e A AIHANMEAG =AW
R E - FRIEZTNL > AT AT MEGEIE R = AN T4 » Trianglecount & #3875
] A& A 7069 77 @ (sreld < dstld), BB @ Graph.partitionsy 2~ A &

// Load the edges in canonical order and partition the graph for triangle count
val graph = GraphLoader.edgelListFile(sc, '"graphx/data/followers.txt", ).partitionB
y(PartitionStrategy.RandomVertexCut)
// Find the triangle count for each vertex
val triCounts = graph.triangleCount().vertices
// Join the triangle counts with the usernames
val users = sc.textFile('"graphx/data/users.txt").map { line =>
val fields = line.split(",")
(fields(0).toLong, fields(1))
}
val triCountByUsername = users.join(triCounts).map { case (id, (username, tc)) =>
(username, tc)
}
// Print the result
println(triCountByUsername.collect().mkString("\n"))


https://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.graphx.lib.TriangleCount$

(lhsh

BERNERN—EXAIHFFHE—IER > REAZINMNA LS ETRZGXEFRP » HLETH
Lt iz4rpage-rank » &G R E Stopfl P AR KB B HE o T AR L e T H X EI o

// Connect to the Spark cluster
val sc = new SparkContext("spark://master.amplab.org", "research")

// Load my user data and parse into tuples of user id and attribute list
val users = (sc.textFile("graphx/data/users.txt")
.map(line => line.split(",")).map( parts => (parts.head.toLong, parts.tail) ))

// Parse the edge data which is already in userId -> userId format
val followerGraph = GraphLoader.edgeListFile(sc, "graphx/data/followers.txt")

// Attach the user attributes

val graph = followerGraph.outerJoinVertices(users) {
case (uid, deg, Some(attrList)) => attrList
// Some users may not have attributes so we set them as empty
case (uid, deg, None) => Array.empty[String]

// Restrict the graph to users with usernames and names
val subgraph = graph.subgraph(vpred = (vid, attr) => attr.size == 2)

// Compute the PageRank
val pagerankGraph = subgraph.pageRank(0.001)

// Get the attributes of the top pagerank users

val userInfowWithPageRank = subgraph.outerJoinVertices(pagerankGraph.vertices) {
case (uid, attrList, Some(pr)) => (pr, attrList.tolList)
case (uid, attrList, None) => (0.0, attrList.toList)

println(userInfowWithPageRank.vertices.top(5)(0Ordering.by(_._2._1)).mkString("\n"))



P AR R

f£Spark bin B & T 89 spark-submit T AR kEEH ERBFH L AREF o €T RBIH—64E 0
1 MSpark X F 89 T A LAt B3 5 o FTARFRLAH—N TR E WAL B E

il spark-submitz 3 = F 42 5

bin/spark-submit M A f 5T 2 % 6,4 Spark A & L4k #i 69 £ 3842 (classpath) * © XFHF TR
B R VARSpark L mBAE R, o

./bin/spark-submit \
--class <main-class>
--master <master-url> \
--deploy-mode <deploy-mode> \
--conf <key>=<value> \

. # other options

<application-jar> \
[application-arguments]

— 3 R 89 R E

® __class : fR82 MAF 8 A v & (4=org.apache.spark.examples.SparkPi)

* __master : &FFfymaster URL(%=spark://23.195.26.187:7077)

e . _deploy-mode : fEworker¥ &% F 1R é9driver(cluster)3 & RHutk A S35 P 5%

(client) - ZKikZclient °

--conf : =& &)Sparkiic & &t - % X Zkey=value °

® application-jar : L& & ALK AR AR 69jar 699542 o X AURLL M £ E7F F &5
TR Blde s BETHAT B ndfs:// 2R file:// %42

® gapplication-arguments CAEB S T X I HIEGSR

— /38 R 830 F RS M & BB ARG 2 A AR 0 IXAM XL S Fe iR Bworker £ A 4 22
LEipAE o XA RET 0 client A ZESE o £ client AT » driverE 4/ spark-
submit #AL TR FH o MR AN KA L P R o R 6 3y A e iy AR A 3

AR EHE o Hk o XA XM A E S H RREPLA 2 A5 o

A — APk dF o e ARG 2 AT IN— M Feworkerdl B A EAR T AGALE LR 0 @EEHALT
R cluster ifi“gf\‘ﬁi/drlversﬁﬁexecutorséﬁrf]éfgg\\}é o1& cluster BAH MR A BB E
B ~ mesos&#F A B python s Al 2 )5 o


https://spark.apache.org/docs/latest/cluster-overview.html#cluster-manager-types

A LA BAVRR 69 B0 5B HA 9T R o ko » 42 Sparkh 2 5B cduscer KT -
R VAFEE --supervise I k#RdriverA s 8 (wRERAFRBHBRIK) o AT
Zspark-submit# & 8 T A 57 > F --help BATE o

# Run application locally on 8 cores
./bin/spark-submit \
--class org.apache.spark.examples.SparkPi \
--master local[8] \
/path/to/examples.jar \
100

# Run on a Spark Standalone cluster in client deploy mode
./bin/spark-submit \

--class org.apache.spark.examples.SparkPi \

--master spark://207.184.161.138:7077 \

--executor-memory 20G \

--total-executor-cores 100 \

/path/to/examples.jar \

1000

# Run on a Spark Standalone cluster in cluster deploy mode with supervise
./bin/spark-submit \

--class org.apache.spark.examples.SparkPi \

--master spark://207.184.161.138:7077 \

--deploy-mode cluster

--supervise

--executor-memory 260G \

--total-executor-cores 100 \

/path/to/examples.jar \

1000

# Run on a YARN cluster
export HADOOP_CONF_DIR=XXX
./bin/spark-submit \
--class org.apache.spark.examples.SparkPi \
--master yarn-cluster \ # can also be ‘yarn-client ™ for client mode
--executor-memory 260G \
--num-executors 50 \
/path/to/examples.jar \
1000

# Run a Python application on a Spark Standalone cluster
./bin/spark-submit \
--master spark://207.184.161.138:7077 \
examples/src/main/python/pi.py \
1000

Master URLs



1% 3% 25 Spark 8 url =T x4 A F @ 89 4 X,

Master URL

local

local[K]

local[*]
spark://[HOST.:PORT
mesos://HOST:PORT

yarn-client

yarn-cluster

Meaning
Al —/~worker £k 42 A 312 47 Spark

FkA~worker# 42 A 312 47Spark(FZ A LT » % & X ANME A AR
B ML B B9 AZZK)

F R % % d9worker £k #2 A 332 47 Spark

% 3 3] 45 % 89 Spark ik 3k & A master o 3% 1 54/ £ masterft
B 6gs% v RIKEZT7077

% 3% 3| 45 % tYmesos £ B

VA client #%f&z%%%iwarn%%% AELEHRATA
HADOOP_CONF _DIR%E & 4% 3|

VA cluster B NZEHEF|Yarnfd - B ELFK A THA T
HADOOP_CONF _DIR%E & 4% 3|



Sparki: sz 3 F %

2= % Spark i 2 A X, £ &

% ¥ Spark#k 242 X, » R R F 2 ¥ Spark 89 % R A 7 £ 69 B EREG AT R o ART AR
AR TR TR RBRA > WTAH THE -

F % & oh £ 5

%38 T @AY 4 A8 F 4k L A masterR % & o

=
o)
o
S

./sbin/start-master.sh

— B B % » mastert§¥ &4 B TATH I spark://HosT:PorT URL » R A84% A € & 3 Flworkers 2%,
#1E A "master" 5 4% #% 4 sparkcontext ° 1RALF YL f£master web Ul L& #,iX MURL »
master web UIZK A 89 Ho it & http://localhost:8080 ©

A8 R 8 ARAT AR Fh— AR A % Aworkers R A ¥4 €113 - P master ©

./bin/spark-class org.apache.spark.deploy.worker.Worker spark://IP:PORT

—a 1R B # T — A worker > & & master web Ul o 1R 7T VAZ 8| 7 69 ¥ & 7| & AR A 6CPU%K
VARG o

T @ & B B A 3T vA4E 3% bmasterfeworker ©



Argument Meaning
-h HOST, --host Vw3 2
HOST T g AL
- HOST, ~-ip e
HOST Bl B » ©2 K
;:’pOFI):{c')I'RT’ ~port WU 69 IR % 699% @ (master® ik £7077 > workerf& L)
'F;"(;‘;bT“i'po"t web UI#) 3% o (master® ik £8080 * worker % ik £8081)
-c CORES, -- Spark i A2 5 7T vA4E B 89 CPUAL 2L (BRIARFTA TR ) 5 %R
cores CORES {2 £ worker £ 7T Ji]
-m MEM, -- Spark sz 25 7T AL R 69 A 5 2 (BRINE SLEAR B9 E A A Sl
memory MEM 1g) 3 & AR/ worker £ 7T

-d DIR, --work-dir

DIR

--properties-file
FILE

MTHAZRFIEMER&0E & (KRR
SPARK_HOME/work)  i% A%l 4z f£ worker £ T /i

B % L HgSpark® & LA 69 4o £ B & ( BRIk Zconf/spark-
defaults.conf)

EEE R R

AT R R ibSparkZéi%ﬁ s R % AR B Spark B F TR L — 4%

A conf/slaves B9 UHF o AN SUHF L 8,8 BT A 47 % 2 %) 69 Spark worker T £ L3 89 TAL4 o
— 47—/ o 4w R conf/slaves IHAE > BFHBREKIANAEANMMSE (localhost) ° X &S 2t
FMXAA MG o 2% > masterdl 3 @ i sshis B PT A tgworker ° £ KIANF LT » SSHA 4T
BT BFERBEARERE (RARFERA) 9158 o mRREAEEH R FLGIFE > ART L%
B ILF T F SPARK_SSH_FOREGROUND ° 7 & Mworkert? & 25 o

Wi T @ 8 shell B R B #h X415 L 1R 69 2% o

¢ sbin/start-master.sh : £ #.2 £ & ) — ~master s £

e sbin/start-slaves.sh : & & #L&E L& 5 — A slave % 4]

e sbin/start-all.sh : F] & & % — ~master 52 %] #= BT A slave 5 1
e sbin/stop-master.sh : 1% - master 3 %

e sbin/stop-slaves.sh : ¥ 1L P74 slave 5= ]

sbin/stop-all.sh : 1%\ master 3= %] #= F7 4 slave 5 4

E R X Kb 72 1R 89 Spark masteriZ AT ALE EAT 0 R A ARG ARMALE L@ o

AR VAJE conf/spark-env.sh PIXEIRRFT w# — B EB o A A conf/spark-
env.sh.template G| XA » KRB € E #3] F)T%]‘éﬁworker# XA EFRER - T@EgX
BT AR ER



Environment Variable Meaning

SPARK_MASTER _IP 48 & master®| — A~ 48 € 69ip ik
SPARK_MASTER_PORT £ TR #3% 2 E B Hhmaster (EIGET077)
SPARK_MASTER WEBUI_PORT  master web Ul#93% @ ( 2k £8080)

&l Blmaster#) B2 & & £ > & X & "-Dx=y" (BKik
SPARK_MASTER_OPTS ig?;f% » BT @69 & A& 8 6 VA éﬂﬁi"/l\'“]‘

Spark¥ % A £ 1A 8 B % o B4Emapty i th e
7 fi f£ 5 % £ #9RDDs(including map output files
SPARK_LOCAL_DIRS and RDDs that get stored on disk) © i s/ f£ —
ANbeik g ~ REG R R RMIBE R £ o CT A —
MNEF TR IR s REATR#EN S4B X

SPARK_WORKER_CORES Spark iz A A2 5 7T AR B 69 ks 2 (BRINEFTA T

)

Spark i FI42 /5 M 8] 69 W 7 &4k (RIENE &
SPARK_WORKER_MEMORY BE1G) ° E2E » HEAR AR ARG A 4R

kG spark.executor.memory RE
SPARK_WORKER_PORT 135 T #3% 9 kR #Spark worker(ZK ik & [ )

SPARK_WORKER_WEBUI_PORT  worker Ul#9:% @ (%A 28081)

#F & W3 B 4T 8worker 41 0 FKIAAET o 4o R AR
H—&IEF RGN E 3 LA % E4T % Sworker »
f’"TVMs’EE&L%‘#&k%1 o ho RARZE T R AR

T & o ARARALE T SPARK_WORKER_CORES F13%
=& B T IR H 4 Sworker 89 4% 42 3, % % ~worker
ZIXAE R PT A 694 -

Spark workerizf7H % » % B X &4 B EFH 5%
1] ( ZKIk £SPARK_HOME/work )

&2 F Blworker &) B & &£ > #& X € "-Dx=y" (KA

SPARK_WORKER_INSTANCES

SPARK_WORKER_DIR

SPARK_WORKER_OPTS Enone) » & @AM 89 H T E— AT A
#7] &
5~ Be 5 Spark masterfeworker < 47 i 2 89 )

SPARK_DAEMON_MEMORY (B A512m)

Spark masterﬁﬂworkerq“ﬂb’ A2 JVMIL R o4&

SPARK_DAEMON_JAVA_OPTS K A"-Dx=y" (Zik A none)

Spark masterfeworkerA>##DNS % ( ZKiAZ

SPARK PUBLIC DNS
- - none)

EE 0 B FH M ARZE TR LFFwindows ° 4 T £windows E 2 #Spark £ » & %5 3 B Fhmaster
Faworkers °

SPARK_MASTER OPTS X & — T8 A4 &K



Property Name Default Meaning

, L e T2 RAZ 69 5k KB o £H)
spark.deploy.retainedApplications 200 5 A2 S Al B T oL 23 TR

spark.deploy.retainedDrivers 200 %%giﬁg%'ggfg?;fg; R

R 0 RS R LA
5 A it AL RS AL
3 & H R TR F AL o £HDFS
sparkcdeploy.spreadOut A P T S e
Bo Aot s AT R R 0 A
SREAME

feSparkt: ZAEXT » &0 A A2 69 2K

A (R EAE

B spark.cores.max > o 4R ;x%_ix
spark.deploy.defaultCores (infinite) & > = AR5 EERGHTA TR G

R JE% E T spark.cores.max o i F

S2F ER B AR AZE 0 TR IER P

BRNIRAE A BF o

. ¥% 23R & tymasterik Aworker & % (&
spark.worker.timeout 60 A PAE B ) 81 R A ]
SPARK_WORKER_OPTS X ¥y A 4L B M :

Property Name Default Meaning

Bl B 89 i E worker/ 2 Rl A2 5 B % © iE
) —El;u J 3

spark.worker.cleanup.enabled false );ﬂ’ &;{MX J?_ji; Fﬁ?‘;}%g %;;ﬁ
S E

1800 FEARRME L > workerid B £ 6 2 A2
(30%") R TAE B F 696 1] 9] F4

v?,c/\worker‘?f RAA2F TAE B 0K G
B JR] o 3 ANB R) AR T AR FT R sk 2 R

spark.worker.cleanup.interval

7 24
o LJ b
spark.worker.cleanup.appDataTtl 37;?00 (7 iﬁg}%ﬂ%gﬁ% g %ﬁajlgaﬁrggl‘;gi}]i
) 3

% TAER ZFARBRGEABL TR >
5 R o FAREAT O AR o

HEHE—ANN ARG R BB

A T AESpark &BF F BTN AR 0 8 £ HAEE spark://1p:porT URLZ|SparkContext

K TR BT —/AX Z X Spark shell » BT —T a4 :


http://spark.apache.org/docs/latest/programming-guide.html#initializing-spark

./bin/spark-shell --master spark://IP:PORT

ARAL T VAFE 3% — AN - -total-executor-cores <numCores> 1% #lspark-shell 89 4% £ o

)z #Spark k. Fl #2 /7

spark-submit/i A 3 4% & B 46948 L — A Sparkcz FI #2538 £ 8 o xf Tk 30 F 69 £ % »
Spark B a] X A AR ER X o £ client BX T > driverB @25 & P an R L m MALF T
FERFLT R —AN#AE o KM 0 £ cluster BT » driverie &8 69 X ASworkers#t 2% & 3 »
REEPmBBRIRT RS > EX2FH R ARFZAREEY

4o AR 89 2 ) #2538 3 Spark submit/z #h 0 4R 69 &2 A A2 Fjar 8.9 & 8 52 &K 3| BT A #9worker
Wk o TR AR AR E Clare o R %A --jars HFHE (&= --jars

jarl, jar2 ) °

AL cluster MAXFAAHGERB RO ARSF (R EF—FRGREMEBE) - 4T
FZAAE » B B #h ) IR R » RTVA4E3% - -supervise A 5 2| spark-submit ° 4= RARA
FRRERKA A > RTRBR e Fo7 X

./bin/spark-class org.apache.spark.deploy.Client kill <master url> <driver ID>

R T VAL 3% 5230 & 9 Master web Ul (http://:8080) ¥ 4% Z|driver ID °

L HE N RHEEARRIFHEOFIFORMBEE  Ada > AT RS AHATHR P - REES
PEHRENZ ARG RGO RR TR - ERINFRALT » R RFEFHGT AL BRALEL
— % R AF—AMRAERF I A &L o RT AR spark.cores.max £ SparkConf¥ % & #
%’i o

val conf = new SparkConf()
.setMaster(...)
.setAppName(...)
.set("spark.cores.max", "10")
val sc = new SparkContext(conf)

A9 AR VAL R tymasterit 2 F BL E spark.deploy.defaultCores k L BKIKAI4A o
f£ conf/spark-env.sh &/ T @ 6947 :


http://spark.apache.org/docs/latest/configuration.html#spark-properties

export SPARK_MASTER_OPTS="-Dspark.deploy.defaultCores=<value>"

XERPRARERAGEG XTI EHE P THRAY o

= T H

BANESUT o J <2 6998 B BF stworker X M E A # M 8g (/£Spark A& 890 E AL A Py »
2t & ko) TR 54 B B A S gworkerk k) o R s AE HiA master%;}iuﬂﬂ S
T XA RELUMIE  wRmaster T 0 AR AR FREFCE o AT B FZA 0 KA
HAA TR RS o

FlZooKeeper#] %l master

FlZooKeeper& X HA S A AR — LR E B » REEG% LR EFF T B 5 % Mmaster
Lmasterit 4% 3| F] — MZooKeeper 6] £ o — Mk ARG » R EHRFEAEX o R

T 83T » 75— AMmasterts 2k F > B Emastertd kA » KRB R EHE - A
B RBRRBER151294 « & 0 IAMRE N BAR & m B R # 6 2 AR F-247 5 XK
master¥ &9 & R A2 )5 R L%k o

#
i
e

BT &

ATFHRBENREBREN » RTAR T @ BEA spark-env T X E SPARK_DAEMON_JAVA_OPTS °©

System property Meaning
ST S - N J‘ ? A
spark deploy.recoveryMode % & ZOOKEEPER % & # % fimaster#t X, (il A
none)
zookeeper & url(4=

spark.deploy.zookeeper.url 155 458 1 100:2181,192.168.1.101:2181)
spark.deploy.zookeeper.dir ~ zookeeperfk %1k &K A 69 B & (EKik~A/spark)

TREGT G ¢ 4o RARAE BB T A % Smasters » 122 % A Fl zookeeper iE 7 9 fie B X 2
masters * iX ®masters ~ & & AL 0 20 A CNA Zleaders © E I 2 R — MR RN E
BRE (AAPTA Imasterdi &k 9 BE) o

m

zookeeper &5 B X Jg ° FF e = 7T M & 6 #£69 o f£48 Fl #9zookeeper®e & (zookeeper URL
FeB k) T EREIGY & LR $EME 5 % Mmasterit #2 o master ™ vA K B s o Fo ) Bk o



AT IR 8 2 R AP Bk i mworker®) &7f 0 € F R40E S AlleadertyIP3ak o XA
i ¥ 89 4% % — Mmaster?| &k TR o Blde > AR 7T 488 34K 89 SparkContexti

%] spark://hosti:port,host2:port2 ° X34 3& 1R 89 SparkContext ] &t i # i # A~master-4=
R host1 & T » EAEE LA — BT EHE > B A RS2 69leader- host2 ©

"registering with a Master"#o . E FRAFZ A A TR R 5] o BB aHE » — A AT RH
worker % & 4695 X A= 2 A B AT 89leader master e —EE R EM 0 CHRERAFT o R
93 R 4 > Fridleadertd 23R ARPT A Z BT IR A6 5 R A2 )F Aeworker ¢ B 5 1A S X AW T
b s BTABA £ E R F 2 F kil 1 B 5h 89leaderty /4 /£ o

W T XA B G AL - Femaster T ALEALATET AR G 3 o 1R —F 242069 5] 2T 47 69 2 A
#2 5 Aeworkers it 95 & L€ IH % € i At kA7 € A A leader master ©

AR A ABET 2k E

zookeepers; & & IR T Rk AF 696 4%F » 1284w R IR B Emastertit /6 €2 € * FILESYSTEM 1%
NT AR R o % A FFeworkerZ Mt » CATAA RBGREZIEARBGAF UETEE
J& master #AZE 1A% R B o

fe &
ATHRBEANREER » RTUAR T @ BIEAL spark-env P 1% E SPARK_DAEMON_JAVA_OPTS °©

System property Meaning

% B AFILESYSTEMFA B # ¥ 2k AKX (BRIAA

spark.deploy.recoveryMode none)

spark.deploy.recoveryDirectory ~ F kW B R A8 B %

el

o INRRFETAFBIERIFEE (demonit) #MEE > XA RALEL B F oK
g o

o BRI ALK EMFILEAMAEATIRE B4F > 2 THEZHALRELRB > X
A TERARMLE o 455 2Z » #3L stop-master.sh & 4fmasterT & FR R ERS »
BT VA o REARATES B 35— AS#7 89master » EARIE # AR ALK o & 7T 4848 8 5 B 18] 3 e
B4 o

o BRRBLARBTH IFHHF X > RETURHE—NFSH ZHEAKRE B K - wRELH
master¥ & XA I o ART AL R F 8T & B shmaster » & 7T VAE A 8 MR 5 X AT IE M A9
BT A k2 R #2 5 Faworkers © A&k 6 k2 B 425 4 & I3 N7 fdmaster o


http://mmonit.com/monit/
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£ YARN L3z 47 Spark

AT B

KR 5H spark on YARN R XFRBEEG A E 5 L CaERXRMEGEREAMPF o T @k LT
1 spark on YARN 12X R EE o

Spark 2 %



Property Name

spark.yarn.applicationMaster.waitTries
spark.yarn.submit.file.replication

spark.yarn.preserve.staging.files

spark.yarn.scheduler.heartbeat.interval-
ms

spark.yarn.max.executor.failures

spark.yarn.historyServer.address

spark.yarn.dist.archives

spark.yarn.dist.files

spark.yarn.executor.memoryOverhead

spark.yarn.driver.memoryOverhead

spark.yarn.queue

spark.yarn.jar

spark.yarn.access.namenodes

spark.yarn.containerLauncherMaxThreads

spark.yarn.appMasterEnv.
[EnvironmentVariableName]

/£ YARN_L & % Spark

Default
10

HDFSE k8 &
#R% (3)

false

5000

*

numExecutors
2,% A3

(none)

(none)

(none)

executorMemory
*0.07,%1~384

driverMemory *
0.07,7% 11~384

default

(none)

(none)

25

(none)

ApplicationMaster 4 45 <
3

A% 2| HDFS#) T # 87H
AT A X& A5 LA A

% B Atrue » W AEELE
REH ) RS

Spark application maste
(ms)

RO AL P 2R R K

Spark’s £ /R % 3 (4=h
A (http://) ° BKiKFR
Spark 2 A 25 7 AR MR
XA AL AYARN Reso

RIEF 520 £
B L T e ST 5
o B &/\#L RegHEy
e AL i\i&%éﬁi v

AT %£6%-10% )

4 Be. 454 A-driver 8 3 R
e RELCARAAH,
JUT #26%-10% )

5z A2 AR 23] YA

Spark jarU #8942 & » ;
2| A H% K 8 Spark jar
15FYARN%§:4’E? GE IR
HDFS ¥ #9jar & » T A%

1R &9 Spark 2 A #2 5175 I
4= > spark. yarn.access.
Spark & 1 #2 5 sk 5 17 17
11 - Spark#k #Fnameno
#2YHDFS & #F o

AT RAHBATHEEE )

fd&ﬁﬂi@ii EnvironmentVa
YARN L& B 3 o F P 7
cluster X, T » X 4EHS
AT BB A IR o


http://）。默认情况下没有设置值，这是因为该选项是一个可选选项。当Spark应用程序完成从ResourceManager

AH1R HADOOP_CONF_DIR 3% YARN_CONF_DIR 48 ®) &9 H % éL&Hadoop£#F69 (& 7 %) BE LH -
R & F T 5 %3k 8| dfsf= & 4% 5 YARN ResourceManager °

A AP ARE A X T AR R £ YARN L B ifJSpark/@’ M #2F o fyarn-clustert£ X T » Spark driver
i 47 f2 application master# 42 ¥ » XA # AR EH T HYARNATEH » B P st AL i F
5 X G X W o fyarn-clientiE X T » driveriZ4T£ % P ss @42 F » application masterfz 1z
%k ©YARN# R 5 R o

FoSpark % 24 X A ZMesostE X R F] » £ X & X F » mastersd ik & "master” 4 #4582 »
7 /£ YARNAE X, F » ResourceManager#) 3.4k lHadoop 2 & 13 %] - H sbmaster4 0T fa #

a4 yarn-client Fa yarn-cluster °

fyarn-clustertt X, T & % Spark . f #2 5>

./bin/spark-submit --class path.to.your.Class --master yarn-cluster [options] <app jar
> [app options]

%)% -

$ ./bin/spark-submit --class org.apache.spark.examples.SparkPi \
--master yarn-cluster \
--num-executors 3 \
--driver-memory 4g \
--executor-memory 2g \
--executor-cores 1 \
--queue thequeue \
lib/spark-examples*.jar \
10

AL R #H T —/YARNZ P 55425 B & B # Bk 89 Application Master » X )& SparkPi&4E %4
Application Master#) F &2 24T « & P 3% 4 T M 69 4619 Application Master il TR & £ %7 7 %
EHITEEHNEGL e —BRGEABRFETZE BB E -

feyarn-clientt£ X, T & # Spark k. Al # 5 » & 47 T @ 6 shellr A

$ ./bin/spark-shell --master yarn-client

g B2 Bjar

£ yarn-clusteri2 X T » driver &7 £ R E 89 E L » BTd B I T RAG L RHE P 5T
#F > sparkcontext.adddar J§ T4 ITAE o ) T1% sparkcontext.adddar A B4R G £ % P 3% 69 X
o ER#HGLSFHIE - jars ®R o



$ ./bin/spark-submit --class my.main.Class \
--master yarn-cluster \
--jars my-other-jar.jar,my-other-other-jar.jar
my-main-jar.jar
app_argl app_arg?2

EEE M

o fHadoop 2.2% A * YARNTR X H & ZE# 09 FRER o Bk » ZEATF e AR » g
WEATH R T E R EFEELYARN o ZRFRRT » BEREG AN ERTA
FRAR B B AR defTE B EE S o

» Spark executorsi A 9 A3 B F 44 4 2YARNE & (yarn.nodemanager.local-dirs) #) 4k
WEHFE-wRRAPIEET spark.local.dir ° CIEH B -

® __files 7 --archives &M XL # 5 XL ol > RAEBIE --files
localtest.txt#appSees.txt ° B EAEMRAE ARG LK localtest.txt 89 LHEHDFS » 12
AN 4 IE ) L AR appsees.txt © ARG AR EATEYARN LA o 4R 52 %A%

Rl appsees.txt 23] 1% LAF o

o JoRAR yarn-clusterf X T 4T sparkcontext.adddar * F BB T R¥TH »
jars % AP sparkcontext.addlar REXALYS TAE o 4o RARIE f£1% A HDFS, HTTP,
HTTPSRFTP » MR 1 & & M 2| %367



Spark#c &

SparkitE =AML E R kB E A%

e Spark propertiesiZ 4| K 3% 569 &2 #2544k » 7T vA Al SparkConfst % R #java £ 4. & %
&

e Environment variables ™ VA3l it -/~ & 8 conf/spark-env.sh B A% E & & WL H 09%
B o 45| de|PHL AL

e Logging T ¥Aif i{logdj.properties & &

Spark/% 3

Spark & MR KA ARFXE » FBABENZAEF S H B EC o X% BT LB
JESparkCoan:ﬁﬁﬂé‘i » RRIGAE 3% 45 sparkContext © Sparkconf A VFARECE — il 695 M
(#emaster URL ~ = A F 8 ) AR set() 7 FXEGEZTHRME o Blde » AT AR
Yo T HABE—NMMARANRAZG R ARG o2& » KAA local[z] EFT » X ERE AAA
R-R R TR BT AR B RAEN I £ 594 XIRE T BT 4 B I 44% o

val conf = new SparkConf()
.setMaster("local[2]")
.setAppName("CountingSheep")
.set("spark.executor.memory", "1g")
val sc = new SparkContext(conf)

A& RNAEFMEX T IMARLIANEA o 2Spark Streaming #9175 —4F » HATTREE &
— AN BAR B SR AT X A9 LK F] A o

h & Am # Spark & T+

F— BT » ART 4B E sparkcont T8 FAL AL # T 6B B o 4w » AR TR &Y
master & 1 Bl 8 1 % 2 3E 4748 B 69 &2 A A2 5 ° Spark A H4% i) % 3t . — A £ conf o

val sc = new SparkContext(new SparkConf())

RIS IRAE BATHTIRABEAE ©

./bin/spark-submit --name "My app" --master local[4] --conf spark.shuffle.spill=false
--conf "spark.executor.extraJavaOptions=-XX:+PrintGCDetails -XX:+PrintGCTimeStamps"

myApp.jar


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.SparkConf

Spark shellfe spark-submit LE X FAAr 7 Xah B A E o F—Fr 7 XA LATHLA > 4
42 __master > 4= b dshell &84 o spark-submit TVM&M’ﬂTSpar k2P > B --conf
AR1e R T o 12 AR LA 5 Spark iz R A2 )5 Ja 5 69 8 B R 4 & 6947 18 & T © 34T . /bin/spark-
submit --help & LR EANT] L o

bin/spark-submit #.4>M conf/spark-defaults.conf T iEHLEL E %R » X ANEE T » F—
ATAR B8 — b LB A 5T 094 A AR o )4

spark.master spark://5.6.7.8:7077

spark.executor.memory 512m

spark.eventLog.enabled true

spark.serializer org.apache.spark.serializer.KryoSerializer

fEfTir % (flags) 48 & A9ME KA £ B B L F o9 iats 2F &% s A5 » JH Bid
it sparkconf A'jf‘k‘kk‘ﬂ'ﬁ °o f£ SparkConf LR ERBEEARSOK LR LKA
& spark-submit 53(‘2'5" spark-shell 8 B PEAE ﬂiféi% spark-defaults.conf iﬁ‘“”é@@:'ﬁfﬁ

% % Spark &t

A£ http://<driver>:4040 L85 42 5web Ul “Environment’tz 2 F 2| & 7 BT & 69 Spark &
P o 31X 3P AR AR RAL B 69 B PR g EE AR AR A R 8 o 2% 0 R A iR i spark-defaults.conf,
SparkConfA & & A 4T A4 T A4 2 87 o st T H a9 E B B » AR-T A A A5 A 5
T BRINGG4E o

T 6 & T
Pl MR B 69 R B A A ST R — LRI BREE T

ISHEEEY-Y: Vi3



Property Name
spark.app.name
spark.master
spark.executor.memory

spark.driver.memory

spark.driver.maxResultSize

spark.serializer

spark.kryo.classesToRegister

spark.kryo.registrator

spark.local.dir

spark.logConf

BT

Property Name

spark.executor.extraJavaOptions

Default
(none)
(none)
512m

512m

19

org.apache.spark.serializer.JavaSerializer

(none)

(none)

tmp

false

Default

56 2 A2,
L)

ERHEEHES:

# executc

% B A AR
drivert #24¢

#/-Spark ¢
b2 X6y %
1m 0 &
R4 > TAE
driver & 2, %
spark.driver
) ok E-
B AR o

7|t %
ER2Y2 Uk
RIg o BT A
Horg.apact

4o R AR A Ky
S E S

42 R AR FIKn
SRS
MR e R
M spark.kr
C R E -
Spark ¥ # £
VAR E 58)
SPARK LO
#=LOCAL_L

% SparkCor
SparkConf1i

Me

1% 3% “bexecutors # JVN

E 3 AR

(none)

¢ B zik:‘isfh_ °
Spark /& K #3f K )
% F SparkConff % 2

b9 spark-defaults.conf
1 i spark.executor.me

/e Bl executors # clas


http://spark.apache.org/docs/latest/tuning.html

spark.executor.extraClassPath

spark.executor.extraLibraryPath

spark.executor.logs.rolling.strategy

spark.executor.logs.rolling.time.interval

spark.executor.logs.rolling.size.maxBytes

spark.executor.logs.rolling.maxRetainedFiles

spark.files.userClassPathFirst

spark.python.worker.memory

spark.python.profile

spark.python.profile.dump

spark.python.worker.reuse

spark.executorEnv.
[EnvironmentVariableName]

spark.mesos.executor.home

(none)

(none)

(none)

daily

(none)

(none)

false

512m

false

(none)

true

(none)

driver side

FAR o AR E A A
At @) E e F A o

15 € B #hexecutorty JV

7% & executor B & 69 &
TRAARE o TrlleE
) fo size (AT K
Rl spark.executor.logs
BERFHA » T siz
Rl spark.executor.logs

B R KB R KA

executor B & & #) 89 it
R o BkIEZ dai;
BAEZ Ay o

executor B &8 & K&
FB o BREAFT

B ERAGKRG R
289 B & U5 M e

(52 %) % £ Executors
AakjarbSpark B & 9]
VAR Spark ik #t 4= A )
A —AFI A AE o

EREME » FApyth
oo AREIE > 4o R
KoK BERRBE T

4£ Python worker ¥ 7 %
kus sc.show_profiles()

driveri® & A7 7 57 ¢
i sc.dump_profiles(pa
oo e R—IpILER
driveri& A7 > BA1A/>

driveri& & ATk 5 947 £
# MRDD#R £ 4% durr
i ptats.Stats() e 3% -
N PERT S

7 & & M python worke
% £ 69 Python workers
fork()—/~Pythonzt 42
> BMRERETAH
FHAME % IJIVME| Pyth

ﬁiii EnvironmentVariak
¥ Flexecutor# 42 o

AN Environmentvariable

n2 dF

% & % & /£ Mesos 8 ex
% o INE LT » exec
SparkA# (home) H


http://spark.apache.org/docs/latest/api/scala/index.html#org.apache.spark.serializer.KryoRegistrator

spark.mesos.executor.memoryOverhead

Shufflei7 7 (Behavior)

Property Name

spark.shuffle.consolidateFiles

spark.shuffle.spill

spark.shuffle.spill.compress

spark.shuffle.memoryFraction

spark.shuffle.compress

spark.shuffle.file.buffer.kb

spark.reducer.maxMblInFlight

WoEx& » wREAR
T Sparkg =t #] &, » 3

AME A spark.execut:

executor T+ HmesostE %8 &R
memory * 0.07, MR E o &G
#/1~384m # spark.mesos.executo

Default

false

true

true

0.2

true

32

48

% spark.executor.memo

Meaning

4o R % E 4 "true" » f£shuffledi | »
A F 6 PR A A - Al
Frey TU%TWR LM A L
shuffledy zk & o 1% tshuffle#R 1 4
A RE#HRPIES o S Aextdfodfs X
2 G0t s 5% B A "true" o £
ext3F » ﬂ?“]iﬁ%%ﬁ’yl‘f’c%l » X
MR TRAE (K T8M) 1k
&S

4o 1% E A"true" > AL S H g4
EENAE KRR A FE A

EC spark.shuffle.memoryFraction 3
18 Z spilling 89 K 44

fshuffledt » & % ¥ spilling #9 203
JE4E o FE4g B kiR

e spark.io.compression.codec 18
/'}{ °

4o

R spark.shuffle.spill #“true”
shuffle % %é‘ﬁ"é‘# AR AL A 89
javaldt A B & E A/ LE o AT
fTaE 4% > shufflests B &9 BT H A 4 7
maps # 4 & K N AR 2 3 AN TRH 6 ¢
R oo B EATRA - spilling 248 I
SR G B K& E o 4o Rspilling K it
WA BRI KRZAME

=5 YE map%%’d’ﬁ B3 A o —
’erﬁ] SLTF o 75"‘/\'&%65 %:};. °

&/ shuffle T4 B A N B W& 5
B RS AT RKD o IAEHBRY
T 4132 R A shuffle T4 P 5% & 4%
S Y RO & A

I3 2 AE % Rl B R B A mapfar 8
LY RERKK D (mb) o BAA&-
MR EE RN E—ANEE R



spark.reducer.maxMblInFlight

spark.shuffle.manager

48

sort

spark.shuffle.sort.bypassMergeThreshold 200

spark.shuffle.blockTransferService

Spark Ul

Property Name

spark.ui.port
spark.ui.retainedStages

spark.ui.retainedJobs
spark.ui.killEnabled

spark.eventLog.enabled

spark.eventLog.compress

spark.eventLog.dir

& A /7 7] AL

et
=

Default

4040

1000

1000
true

false

false

file://ltmp/spark-
events

N AR E BRI E—ANE G
RHW o BAEERREAMES B
TH ARG LR BTARIEIRA 2K
ARG FERED—A

© 8 3 Tshuffledtds o A e
THEH ¢ sort #2 hash © & T
sort®shuffle s £ & 69 W A4 A &

(Advanced) In the sort-based

shuffle manager, avoid merge-
sorting data if there is no map-sidt
aggregation and there are at mosi
this many reduce partitions

52 3L A Sk /2 executor B4 4% %
shufflefr 4 32 o A A% T F 69 52

netty Mt netty #7 nio ° A Tnettyty

RAEZHELAMEGEXREALTE
%

Meaning

1% &9 &2 A 42 - dashboard #9340 o & &
A 7 An TAE & $3B

A2 35 9 IR Z AT » Spark UlF= K B API
18.4% 89 stage

J£ 35 % EZ 7T > Spark Uld= 3 AAPI
ie4E tjob%k

& 47 f£web UlF 4 fstaged=48 & #job

AELKSparkt ) FMH A& o X
7RG T EwWeb UIZAH A8

AEEHFHDE - &
% spark.eventLog.enabled Atrue

SparkFH#H A L FAKRE F - £3X
ANERB FT > Spark A HA R AR
QE—NTFRF - EANZARFIEER
EHABNGBF AP THEZEZNY
G— 8 H B s EHDFS—4% » P A s
AT ATy R % 3 B



Property Name

Default

spark.broadcast.compress true
spark.rdd.compress true
spark.io.compression.codec snappy
spark.io.compression.snappy.block.size 32768
spark.io.compression.|lz4.block.size 32768

spark.closure.serializer

org.apache.spark.serializer.JavaSerializer

spark.serializer.objectStreamReset
spark.kryo.referenceTracking true
spark.kryo.registrationRequired false
spark.kryoserializer.buffer.mb 0.064
spark.kryoserializer.buffer.max.mb 64

Networking

Property Name Default
spark.driver.host ﬂg:tar:ame)
spark.driver.port (random)
spark.fileserver.port (random)
spark.broadcast.port (random)
spark.replClassServer.port (random)
spark.blockManager.port (random)
spark.executor.port (random)
spark.port.maxRetries 16

spark.akka.frameSize 10

Meaning

driver s o7 89 L% R A IPHAE o 3T
Frexecutors A B Ik 5 #ymasterid 13

driver 571 894 2 - X il T #2executors A
R 55 Bymasterif 13

driver#y SUH IR % & S 97 69 35 2
drivert HTTP~ 44 % % Wi o7 63% 0
driverf®y HTTP % % 2

BEERE Ve o o XRFRAGAET
driverf=executors

ey

%

T 65 O

!

executor K97 8935 0 o B T 5driveriffz

G URE B — A0 o A E IR R K

RE

£ "control plane"i# 1z F A7 69 & KK &
Koo o RARIE S F R R E KRG LR T

Xm

W xmn=m

pud

1=

— =

AR

hu

!

NN

~



spark.akka.threads

spark.akka.timeout

spark.akka.heartbeat.pauses

spark.akka.failure-
detector.threshold

spark.akka.heartbeat.interval

Security

100

6000

300.0

1000

driver¥ » 8 KX /MME

1% tactor& A2 2k o Ldriverf & % CPU
A KT AR R

Spark ¥ & Z A #9415 A0 o 43 Es

This is set to a larger value to disable
failure detector that comes inbuilt akka. It
can be enabled again, if you plan to use
this feature (Not recommended).
Acceptable heart beat pause in seconds
for akka. This can be used to control
sensitivity to gc pauses. Tune this in
combination of

spark.akka.heartbeat.interval and
spark.akka.failure-detector.threshold

if you need to.

This is set to a larger value to disable
failure detector that comes inbuilt akka. It
can be enabled again, if you plan to use
this feature (Not recommended). This
maps to akka's akka.remote.transport-
failure-detector.threshold . Tune this in
combination of

spark.akka.heartbeat.pauses and

spark.akka.heartbeat.interval if you
need to.

This is set to a larger value to disable
failure detector that comes inbuilt akka. It
can be enabled again, if you plan to use
this feature (Not recommended). A larger
interval value in seconds reduces
network overhead and a smaller value (
~ 1 s) might be more informative for
akka's failure detector. Tune this in
combination of

spark.akka.heartbeat.pauses and
spark.akka.failure-detector.threshold

if you need to. Only positive use case for
using failure detector can be, a
sensistive failure detector can help evict
rogue executors really quick. However
this is usually not the case as gc pauses
and network lags are expected in a real
Spark cluster. Apart from that enabling
this leads to a lot of exchanges of heart
beats between nodes leading to flooding
the network with those.



Property Name

spark.authenticate

spark.authenticate.secret
spark.core.connection.auth.wait.timeout

spark.core.connection.ack.wait.timeout

spark.ui filters

spark.acls.enable

spark.ui.view.acls
spark.modify.acls

spark.admin.acls

Spark Streaming

Default

false

None
30

60

None

false

empty

empty

empty

Meaning

& G Spark$biE L AR EHE o R R

i? spark.authenticate.secret

i L_Spark%& A48 Z 18] B 58 RL IR TE
Eo B REFEBIE > XA LAY

I AR EIR o BT A

EHEEZE LG o B4 A o A
RAT AL E KA

)57 lﬂﬁ'JSpark web Uleg Al T3 ik £ 2
% 35 ob R A AR A Bjavax serviet Filte
BT AT HENLEE G ST o
filter>.params="'paraml=valuel, paran

Dspark.ui.filters=com.test.filter1
Dspark.com.test.filterl.params="'par

A& Spark acls e = RARE T »

* &% 345 % job » Note this require

so if the user comes across as null
H R AL LR S e Aok B P

BEoROMAPFIE FlATOMF
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http://docs.oracle.com/javaee/6/api/javax/servlet/Filter.html

Property Name

spark.streaming.blockinterval

spark.streaming.receiver.maxRate

spark.streaming.receiver.writeAheadlLogs.enable

spark.streaming.unpersist

IREE

Default

200

infinite

false

true

Meaning

XA EERE (ms)
A - i@ 1L Spark
Streaming receiversi%
W 69 $38 #£ 4% 75 %] Spark
Z AT » chunk #&4B 3 o
it 7% 69 3% 1MA 4 50ms

FA 4 B receiver ¥ 4
B FIE G R Rt %
oo ABBHFALT » &
NARKFHFE T ZANE
Bt % o %5 &/
BAOR 145 & T 4E R
#

Enable write ahead logs
for receivers. All the
input data received
through receivers will
be saved to write ahead
logs that will allow it to
be recovered after
driver failures

7% 4 38 i3 Spark
Streaming 4 a2 1t
#7RDD & # M Spark ™
B IEHF AL o @
Spark Streaming 1k 8
o4 Sy N BB NG
Moo % B XA B A
false 7 AL 42 5 1%
5] JR 4 $ 38 Fo F 2 AL
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A5 iFk 2T e aid
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Environment Variable Meaning

JAVA_HOME java® ¥ 09542

PYSPARK_PYTHON PySpark /i £ #) Python = #| #1047 T #8542
SPARK_LOCAL_IP M3 SR T B IP 3L

SPARK_PUBLIC_DNS ¥R Spark i 42 53l e 45 AL E 09 EALL

M7 A L > Spark standalone cluster scripts#L =T XA & — ik 57 o e HEME LY
BRAFRRKAE o

F A spark-env.sh &shellfp R » L P& — LT UAAREF XK E o Bl » RTAALH T
M 443 2 T+ F SPARK_LOCAL_IP °©

it & Logging

Spark Allog4j logging ° % *T vAi8 & Z£conf B sk T /842 logaj.properties X H kB E o —Fr 7
%A B %] logaj.properties.template LHF °


http://spark.apache.org/docs/latest/spark-standalone.html#cluster-launch-scripts
http://logging.apache.org/log4j/
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val conf = new SparkConf().setMaster(...).setAppName(...)
conf.registerKryoClasses(Array(classOf[MyClassl], classOf[MyClass2]))

val sc = new SparkContext(conf)
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